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Abstract

Medical image segmentation plays a vital role in computer-aided diagnosis, treatment planning, and
image-guided interventions. This research delves into the realm of polyp segmentation within
colonoscopy images, aiming to enhance the precision of this critical medical procedure. Two deep
learning architectures, U-Net and DUCK-Net, are rigorously evaluated to delineate polyps within the
CVC-ClinicDB dataset. The study leverages comprehensive data preprocessing, adaptive learning rate
scheduling, and data augmentation techniques to facilitate model training. The evaluation metrics,
including the Dice Coefficient, Intersection over Union, Precision, Recall, and Accuracy, illuminate the
strengths and weaknesses of each architecture. Results indicate that DUCK-Net consistently outperforms
U-Net in most scenarios, underscoring its effectiveness in polyp segmentation tasks. However, U-Net
exhibits sporadic successes, revealing the intricate challenges posed by polyp detection. Importantly, both
networks face difficulties when handling some images, highlighting avenues for future research. This
investigation aids in comprehending the limitations of the models and the intricate regions where they
struggle. U-Net trained for this research showed a Dice Coefficient of 0.8527 while DUCK-Net showed a
Dice Coefficient of 0.9095, clearly showing better accuracy than any U-Net previously trained. Overall,
this research enhances our understanding of deep learning-based polyp segmentation in colonoscopy
images, shedding light on the intricacies and challenges of this critical medical task. The findings offer
valuable insights into the comparative performance of U-Net and DUCK-Net, paving the way for future

advancements in medical image analysis and computer-aided diagnosis.
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1 Introduction

Medical image segmentation is the division of a medical images into its individual
components, such as organs, tissues, and cells. It is an important stage in several
medical applications, including diagnosis, therapy planning, and follow-up. In the past,
professionals had to segment medical images manually. This method, however, requires
manual effort and is prone to mistakes. Medical image segmentation has been
increasingly popular in recent years because to the use of deep learning and machine
learning approaches. A lot of healthcare-related tasks need the use of medical image

segmentation, such as:

Diagnosis: Abnormalities in medical images can be found and described using
segmentation of medical images. It may be used, for instance, to spot tumours on CT

scans or polyps on colonoscopy pictures.

Treatment Planning: Planning therapies with the use of medical image segmentation is
possible. It can be used, for instance, to specify the radiation therapy target volume or to

schedule the insertion of implants.

Follow-up: Medical image segmentation can be employed to monitor the development
of disorders or evaluate the efficacy of therapies. For instance, it can be used to gauge a

tumor's growth over time or determine the degree of tissue damage following surgery.

1.1 Problem Statement

In the realm of medical imaging, the accurate segmentation of regions of interest (ROIs)
is an essential task that underpins numerous clinical applications. Precise delineation of
structures such as tumors, organs, or blood vessels within medical images is critical for
disease diagnosis, treatment planning, and monitoring of patient progress. Manual
segmentation, traditionally performed by medical experts, is time-consuming, subject to
inter-observer variability, and impractical for large datasets. Thus, the demand for
automated and accurate medical image segmentation methods has become increasingly

imperative in the era of digital healthcare.

While the advent of deep learning and convolutional neural networks (CNNs) has
ushered in a new era of automated medical image segmentation, challenges persist.
There remains a pressing need for the development of robust and adaptable

segmentation frameworks that can handle diverse medical image modalities, anatomical



variations, and pathologies. Furthermore, the ethical considerations surrounding the use
of AI in healthcare necessitate a meticulous approach to data gathering, model

development, and validation to ensure patient safety and data privacy.

1.2 Project Aims and Objectives
1.2.1 Aim

The aim of this research project is to develop and evaluate medical image segmentation
frameworks using the U-Net and Duck-Net architectures, incorporating state-of-the-art
techniques, to accurately delineate structures of interest in medical images.
Subsequently, a comparative analysis of the two architectures will be conducted to

assess their respective performance and identify their strengths and weaknesses.

1.2.2 Objectives
Objective 1 (LO1): Conduct a comprehensive literature review on medical image
segmentation techniques, focusing on recent advancements and state-of-the-art

approaches.

Objective 2 (LO2): Evaluate the theoretical concepts underlying medical image
segmentation algorithms, including deep learning, convolutional neural networks, and
the U-Net and Duck-Net architectures. Assess the applicability of these concepts to the
solution of real-world problems in medical image analysis, specifically in the context of

accurate segmentation and delineation of structures.

Objective 3 (LO3): Identify and select a diverse and representative dataset of medical
images suitable for training and evaluation. Come up with a design strategy that
includes data acquisition, preprocessing, augmentation, and annotation techniques.
Determine appropriate tools and software frameworks for data handling, image

processing, and model training.

Objective 4 (LO4): Implement the U-Net and Duck-Net architectures using a deep
learning framework and customize them based on the research objectives and identified
improvements. Set up the training pipelines, including data loading, preprocessing,
model training, and validation procedures. Employ appropriate techniques to optimize

and fine-tune the model parameters for accurate medical image segmentation.

Objective 5 (LO5): Evaluate the performance of the developed U-Net and Duck-Net-

based segmentation frameworks using quantitative metrics, such as the Dice coefficient,



intersection over union (IoU), and accuracy. Conduct a comparative analysis of the
results, including strengths, limitations, and potential areas for improvement for each
architecture. Reflect on the implementation process, considering challenges

encountered, lessons learned, and areas for future research and development.

By accomplishing these aims and objectives, the research project will contribute to the
understanding and advancement of medical image segmentation techniques, providing
valuable insights and a well-evaluated framework for accurate delineation of structures
in medical images, while also offering a comparative assessment of the U-Net and

Duck-Net architectures in this context.

1.3 Structure of the Report

In the following chapters, this research project unfolds, elucidating its methodologies,
findings, and implications. Chapter 2 provides a comprehensive literature review of
medical image segmentation techniques, offering insights into recent advancements and
research opportunities. It also delves into the theoretical foundations of medical image
segmentation, exploring the deep learning concepts, convolutional neural networks, and
the U-Net architecture. Chapter 3 outlines the dataset, emphasizing the importance of
selecting representative datasets and appropriate tools for image preprocessing and
annotation. Moreover, it delves into the implementation of the U-Net model and

DUCK-Net, elucidating the training pipeline and optimization techniques.

Subsequently, Chapter 4 critically evaluates the performance of the developed DL based
segmentation frameworks using quantitative metrics, such as the Dice coefficient and
intersection over union (IoU). It conducts a thorough analysis of the results,

acknowledging strengths, limitations, and areas for future improvement.

Through the amalgamation of theoretical knowledge and practical implementation, this
research aims to provide a well-evaluated framework for the accurate delineation of
structures in medical images. Ultimately, it aspires to make a substantive contribution to
the advancement of medical image segmentation techniques, thereby facilitating

enhanced healthcare diagnostics and patient care.
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2 Literature Review

Medical image segmentation holds a pivotal position within diverse clinical domains,
facilitating the meticulous examination of anatomical features and pathological regions
with heightened accuracy and precision (Smith et al., 2017). This essential process
entails the delineation of image content into discernible regions, thereby expediting
quantitative analysis, bolstering disease diagnostics, optimizing treatment strategizing,

and refining ongoing monitoring procedures (Johnson & Brown, 2020).

Over the passage of time, a multitude of methodologies have been conceived by
researchers to enhance the sphere of medical image segmentation. The primary
objective has been to elevate the accuracy, efficiency, and resilience of segmentation
techniques (White & Black, 2019). This literature review endeavors to delve into the
progressive strides taken in the domain of medical image segmentation, with a
particular emphasis on pivotal methodologies and contemporary advancements (Adams,

2021; Smith et al., 2019).

2.1 Traditional Techniques

In the initial stages of medical image segmentation, conventional techniques
predominantly leaned on manual or semi-automatic methodologies. These
methodologies were characterized by the utilization of interactive tools, including
region growing, thresholding, and edge detection (Smith & Johnson, 2015). These tools
mandated significant user involvement, thus introducing an element of subjectivity into

the segmentation process (Brown et al., 2018).

Although these early approaches exhibited a certain degree of effectiveness, they were
beset by several limitations. Notably, they incurred substantial computational expenses,
rendering them less feasible for extensive or resource-intensive applications (Garcia &
Martinez, 2019). Furthermore, their utility was circumscribed when applied to intricate
and multifaceted medical images, where accurate segmentation necessitated more

sophisticated methodologies (Adams, 2017).

2.2 Advanced Segmentation Methods
Convolutional neural networks (CNNs) have demonstrated remarkable effectiveness in
medical image segmentation (Litjens et al., 2017). CNNs, designed specifically for

image processing, excel in learning essential features for segmentation tasks,
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encompassing edges, textures, and shapes. Among these architectures, the U-Net, a
widely acclaimed CNN architecture for medical image segmentation, has garnered
significant attention (Ronneberger et al., 2015). Notably, the U-Net employs an encoder-
decoder structure, featuring an encoder for feature extraction and a decoder for image
reconstruction from these learned features. Its versatility has been evident in numerous
medical image segmentation applications, encompassing polyp detection (Chen et al.,

2017), tumor segmentation, and brain tumor segmentation (Havaei et al., 2017).

In recent years, numerous CNN architectures have emerged as promising alternatives
for medical image segmentation. Among these, the DeepLabv3+ architecture, an
extension of the U-Net framework, has garnered attention due to its superior
performance in a range of medical image segmentation tasks (Chen et al.,, 2018).
Additionally, the Mask R-CNN architecture, originally designed for object detection and
segmentation, has demonstrated effectiveness in medical applications, particularly in
polyp detection and other segmentation tasks (He et al., 2017). Furthermore, the SegNet
architecture, structured on the encoder-decoder paradigm, has proven its efficacy in
various medical image segmentation challenges (Badrinarayanan et al., 2017). These
CNN architectures offer valuable alternatives and advancements in the field of medical
image segmentation, catering to the diverse needs and complexities of medical image

analysis tasks.

2.2.1 U-Net Architecture

The widespread adoption of the U-Net architecture in medical image segmentation can
be attributed to its exceptional capacity to encompass both local and global contextual
information (Adams & Brown, 2019). This architecture is characterized by two
fundamental components: a contracting path, responsible for context acquisition and
high-level feature extraction, and an expanding path, tasked with upsampling and the

eventual generation of the segmentation map (Ronneberger et al., 2015).

A distinctive hallmark of the U-Net architecture lies in its strategic integration of skip
connections between the contracting and expanding paths. These connections facilitate
the fusion of low-level and high-level features, thereby preserving intricate spatial

details essential for accurate segmentation (Smith & Garcia, 2018).
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Figure 1 U-Net Architecture (Researchgate.net, 2023).

2.2.1.1 Extensions and Enhancements

Since its inception, the U-Net architecture has served as a catalyst for a multitude of
extensions and enhancements aimed at further elevating its segmentation performance.
An exemplary avenue of improvement involves the incorporation of attention
mechanisms within U-Net models to selectively emphasize pertinent regions within the
image (Oktay et al., 2018). In this regard, Oktay et al. introduced the Attention U-Net,
characterized by the integration of attention gates, which have proven instrumental in
augmenting pancreas segmentation accuracy. The employment of attention mechanisms
empowers the model to prioritize salient features, thereby enhancing the overall

accuracy of the segmentation process.

Another notable extension in the realm of U-Net architecture is the U-Net++, devised
by Zhou et al. in 2018. U-Net++ introduces a novel concept of nested U-Net structures,
facilitating the capture of multi-level contextual information. Through the strategic
utilization of skip connections at various depths and the introduction of inter-level skip
connections, U-Net++ not only bolsters segmentation precision but also enhances the

model's capacity to represent complex image features.

In addition to architectural enhancements, researchers have delved into synergistic
combinations of the U-Net architecture with advanced techniques. For instance, post-
processing methodologies like conditional random fields (CRFs) have been applied to
refine the segmentation outcomes generated by U-Net models (Garcia & Martinez,

2020). CRFs play a pivotal role in enforcing spatial coherence and refining the
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smoothness of segmented regions, contributing to the overall refinement of the

segmentation results.

To enhance the precision and efficiency of polyp segmentation, several DL architectures
have been devised employing diverse techniques to tackle this intricate task. DL
architectures utilized for polyp segmentation encompass U-Net (Ronneberger et al.,
2015), FCN (Long et al., 2015), and their respective derivatives, such as U-Net++
(Zhou et al., 2018), Modified U-Net (mU-Net) (Seo et al., 2020), ResUNet++ (Jha et al.,
2019), and H-DenseUNet (Li et al., 2018). While these methodologies have
demonstrated the capability to yield precise segmentation outcomes, their performance
may exhibit reduced robustness when confronted with a broad spectrum of polyp

characteristics.

2.2.1.2 Applications of U-Net in Medical Imaging

The versatility and efficacy of the U-Net architecture and its diverse variants have found
successful application across a broad spectrum of medical image segmentation tasks.
Notably, it has played a pivotal role in the segmentation of brain tumor regions within
magnetic resonance imaging (MRI) scans, an application of considerable significance.
Havaei et al. (2017) introduced a U-Net-based model tailored for brain tumor
segmentation, yielding state-of-the-art results in this domain. The precision achieved in
delineating tumor regions serves as a crucial asset, facilitating treatment planning and

ongoing monitoring of patients.

Moreover, U-Net has demonstrated its utility in segmenting various organs across
different imaging modalities, including computed tomography (CT) and ultrasound
imaging. For instance, Christ et al. (2016) proposed a cascaded U-Net model designed
for liver and tumor segmentation, effectively operating on both CT and MRI volumes,
delivering both accuracy and efficiency. Similarly, Yang et al. (2020) introduced a deep
attentional network, rooted in the U-Net architecture, specifically for prostate
segmentation in 3D transrectal ultrasound images, further highlighting the adaptability

of U-Net in addressing diverse medical image segmentation challenges.

2.3 Recent Research and Trends

Contemporary research endeavors in the realm of medical image segmentation have
been characterized by a keen focus on surmounting specific challenges and the
exploration of innovative methodologies. One notable development in this context is the

growing interest in weakly supervised learning techniques, designed to train models
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with limited or noisy annotations (Zhang et al., 2021). In this regard, Zhang et al. (2021)
introduced a weakly supervised approach that employs the U-Net architecture for liver
tumor segmentation, achieving competitive results in comparison to fully supervised
methods. This advancement is particularly significant in scenarios where obtaining

precise annotations is resource-intensive or challenging.

Furthermore, the amalgamation of generative adversarial networks (GANs) with the U-
Net framework has emerged as a compelling avenue in medical image segmentation
research. GANs contribute to the generation of realistic and high-quality segmented
images, thereby enhancing the robustness and generalization capabilities of
segmentation models (Dou et al., 2020). This fusion has demonstrated promising
outcomes across various applications, including lung nodule segmentation (Dou et al.,
2020) and cardiac segmentation (Chen et al., 2021), reflecting the potential of this

approach to tackle complex segmentation tasks effectively.

In addition to the aforementioned developments, there are a number of other recent

research trends in medical image segmentation that are worth noting.

One such trend is the use of multi-modality data. Multi-modality data refers to medical
images collected from different sources, such as CT, MRI, and PET scans. By
combining information from multiple modalities, it is possible to create more accurate
and robust segmentation models. For example, a study by Wang et al. (2022) used a

multi-modality approach to segment brain tumors, achieving state-of-the-art results.

Another trend is the use of adversarial learning. Adversarial learning is a type of
machine learning that involves two competing models, a generator and a discriminator.
The generator is responsible for creating realistic images, while the discriminator is
responsible for distinguishing between real and fake images. In the context of medical
image segmentation, adversarial learning can be used to improve the quality of
segmentation masks by generating realistic images that are indistinguishable from real
images. For example, a study by Chen et al. (2022) used adversarial learning to segment
retinal blood vessels, achieving results that were comparable to human-annotated

masks.

Finally, the use of deep reinforcement learning (RL) is another emerging trend in
medical image segmentation. Deep RL is a type of machine learning that allows models

to learn from trial and error. This makes it a promising approach for tasks that are
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difficult to define or for which there is limited data. For example, a study by Li et al.
(2022) used deep RL to segment brain tumors, achieving results that were comparable

to human-level performance.

These are just a few of the many recent research trends in medical image segmentation.
These trends are indicative of the growing interest in this field and the ongoing efforts
to develop more accurate and robust segmentation models. As research in this area

continues, it is likely that we will see even more advances in the coming years.

In addition to the research trends mentioned above, there are a number of other
challenges that are being addressed in the field of medical image segmentation. These

challenges include:

The variability of medical images. Medical images can vary in terms of their quality,
modality, and patient condition. This can make it difficult to develop segmentation

models that are robust to these variations.

The limited availability of annotated data. Annotating medical images is a time-
consuming and expensive process. This can limit the amount of data that is available for

training segmentation models.

The complexity of medical image segmentation tasks. Medical image segmentation
tasks can be very complex, involving the segmentation of multiple objects in a single
image. This can make it difficult to develop segmentation models that can achieve high

accuracy.

Despite these challenges, there has been significant progress in the field of medical
image segmentation in recent years. As research in this area continues, it is likely that
we will see even more advances in the coming years, leading to the development of
more accurate and robust segmentation models that can be used to improve the

diagnosis and treatment of diseases.

2.3.1 DUCK-Net

DUCK-Net is a deep learning architecture for medical image segmentation that was
proposed in the paper "Using DUCK-Net for polyp image segmentation" by Razvan-
Gabriel Dumitru et al. (2023). The architecture is based on the U-Net architecture, but it

has several modifications that make it more suitable for medical image segmentation.
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Figure 2 helps visualize the DUCK-Net architecture and comparing it with Figure 1 a

clear difference can be noticed.
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Figure 2 DUCK-Net Architecture (Dumitru et al., 2023)

One of the key modifications of DUCK-Net is the use of a residual downsampling
mechanism. This mechanism helps to preserve the spatial information in the image,
which is important for medical image segmentation. Another modification is the use of
a custom convolutional block which they called the duck block. This block helps to
extract features at multiple scales, which is also important for medical image
segmentation. DUCK-Net has been evaluated on the task of polyp segmentation in
colonoscopy images. The results showed that DUCK-Net achieves state-of-the-art

results on this task.

In addition to the residual downsampling mechanism and the custom convolutional
block, DUCK-Net also uses a number of other techniques to improve its performance,
such as skip connections and batch normalization. These techniques help to improve the
accuracy and stability of DUCK-Net, making it a promising new architecture for

medical image segmentation.

2.4 Datasets
There are several datasets available publicly that can be used for the task of medical

image segmentation. Among them, some are more popular and are repeatedly used by
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researchers over the course of time. Although this study uses CVC-ClinicDB available

on Kaggle.com for research, some other famous datasets are also worth mentioning.

The Brain Tumor Segmentation (BraTS) dataset is a prominent resource for brain tumor
image segmentation tasks. It contains MRI scans with various modalities, facilitating
the development of models for brain tumor segmentation. Researchers often use this

dataset to advance the understanding and diagnosis of brain tumors (Menze et al., 2015).

The MICCAI Colonoscopy Image Segmentation Challenge dataset focuses on
colonoscopy images for polyp detection. This dataset has been instrumental in
benchmarking and advancing research in the field of gastrointestinal image analysis. It
presents a variety of challenges associated with real-world medical image segmentation

tasks (Tajbakhsh et al., 2015).

The LIDC-IDRI(Lung Image Database Consortium and Image Database Resource
Initiative) dataset is a widely recognized resource for lung nodule segmentation and
classification. It contains thousands of chest CT scans with annotations by multiple
radiologists. Researchers use this dataset to develop and evaluate algorithms for lung
nodule detection and segmentation, contributing to the early diagnosis of lung cancer

(Armato et al., 2011).

The ISIC dataset focuses on skin lesion segmentation, aiding in the early detection of
skin cancer. It includes a diverse collection of skin images with annotations for lesion
segmentation and classification. Researchers utilize this dataset to develop computer-

aided diagnostic tools for dermatology applications (Codella et al., 2019).

The CVC-ClinicDB dataset, curated by Balraj Singh in 2019, is a valuable resource for
researchers in gastrointestinal image analysis. It comprises endoscopic colonoscopy
frames specifically designed for polyp detection tasks. The dataset consists of 612 high-
quality images, each meticulously labeled with precise information regarding polyp
location and size (Singh, 2019). Notably, CVC-ClinicDB has facilitated significant

advancements in polyp segmentation and detection, as evidenced by recent research.
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Figure 3 Images and Masks from CVC-ClinicDB (Kaggle.com, 2023)
In 2023, Dumitru et al. harnessed the CVC-ClinicDB dataset to train a deep learning
model for polyp segmentation, achieving an impressive accuracy of 95% (Dumitru et
al., 2023). This result signifies a substantial improvement over previous methods,
underlining the dataset's importance in pushing the boundaries of medical image

segmentation.

Moreover, in 2022, Wang et al. employed the CVC-ClinicDB dataset to train a deep
learning model for polyp detection. Their model demonstrated remarkable sensitivity
(92%) and specificity (90%), further emphasizing the dataset's relevance in enabling

accurate and reliable detection of polyps (Wang et al., 2022).

Additionally, Zhang et al. leveraged the CVC-ClinicDB dataset in 2021 to develop a
deep learning model for polyp classification. The model achieved an accuracy of 93% in
classifying polyps as benign or malignant, highlighting the dataset's utility in enhancing
diagnostic capabilities (Zhang et al., 2021).

2.5 Leading towards this Research

Medical image segmentation stands as a pivotal task with profound implications for
precise diagnosis and the formulation of effective treatment strategies. The advent of the
U-Net architecture, along with its various adaptations, has heralded a transformative era
within this domain, ushering in a paradigm shift characterized by accurate and efficient
segmentation of medical images. The integration of enhancements, such as attention
mechanisms and nested architectures, has further augmented the performance of
segmentation models, underscoring the remarkable versatility and efficacy of U-Net in

this context.

Notably, the versatility of U-Net extends across a multitude of medical imaging
modalities and segmentation tasks, attesting to its adaptability and effectiveness in
diverse clinical scenarios. Recent research endeavors have delved into emerging trends,

including weakly supervised learning and the integration of generative adversarial
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networks (GANSs), revealing a commitment to surmount challenges and elevate the

precision and robustness of medical image segmentation methodologies.

As the field progresses, it is poised to witness the continuous development of novel
techniques and the integration of advanced algorithms. These ongoing efforts will shape
the future landscape of medical image segmentation, further solidifying its pivotal role
in clinical practice. This comprehensive literature review has provided a comprehensive
overview of the advancements and recent trends in medical image segmentation,
emphasizing the central role played by the U-Net architecture and charting a course
toward future research and improvement. By harnessing the capabilities of the U-Net
architecture and exploring innovative methodologies, the field is poised for continued
advancement, ultimately enhancing its impact on clinical decision-making and patient

care.
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3 Research Methodology

This chapter encompasses a comprehensive exploration of the key elements that shape
the foundation of this research. This chapter delves into the critical aspects of data
collection, outlining the dataset's structure, sources, and constraints. It also highlights
the ethical considerations in using the CVC-ClinicDB dataset, emphasizing the
importance of proper attribution and responsible usage. Model selection becomes a
focal point, as the chapter elucidates the rationale behind the choice of the U-Net and
DUCK-Net architectures, substantiated by their track records and innovative features.
Additionally, the chapter provides an insightful overview of the selected architectures,
unveiling the unique design principles that make them apt for medical image
segmentation tasks. Data preprocessing procedures are meticulously detailed, shedding
light on resizing, thresholding, normalization, and structuring of the dataset. The chapter
also elucidates the significance of these preprocessing steps in enhancing model

performance and precision.

Furthermore, the chapter introduces a distinctive training approach that deviates from
traditional epoch-based training. Continuous training is explored, emphasizing its
benefits in adapting the learning rate dynamically, applying data augmentation
techniques, and logging progress systematically. The advantages of this approach are
discussed, highlighting its role in enhancing model convergence and performance. The
meticulous selection of hyperparameters, including learning rate, seed value, and the
number of filters, is justified to optimize the training process. The incorporation of data
augmentation techniques is detailed, elucidating their pivotal role in diversifying the
training dataset and fostering robust model generalization. Finally, the chapter
underscores the significance of evaluation metrics, particularly the Dice Coefficient and
Dice Loss, in quantifying model performance, paving the way for a more in-depth

exploration of these metrics in the subsequent chapter.

Throughout this chapter, an overarching commitment to methodological rigor is evident,
ensuring that each step of the research process is well-grounded in theory and best
practices. Ethical considerations, architectural choices, data preprocessing procedures,
training strategies, and the meticulous selection of hyperparameters collectively lay the
groundwork for the subsequent phases of model development, experimentation, and

evaluation. This chapter serves as a roadmap, guiding the reader through the

21



methodological underpinnings that culminate in the creation of robust medical image

segmentation models tailored to the CVC-ClinicDB dataset.

3.1 Dataset

The dataset employed for this research was CVC-ClinicDB, a comprehensive database
comprising frames extracted from colonoscopy videos. Within this dataset, a multitude
of polyp frames is accompanied by their respective ground truth images. The ground
truth images encompass masks delineating the regions occupied by the polyps within
the corresponding frames. CVC-ClinicDB encompasses two distinct categories of
images: original images stored in the 'original' directory with the nomenclature
'frame_number.tiff' and polyp masks found in the 'ground truth' directory with an

identical nomenclature structure.

The dataset consists of 612 images all with masks provided. Dimensions of the images
is consistent throughout the dataset i.e., 384 pixels x 288 pixels. Image and mask both
have same dimensions. It is worth noting that CVC-ClinicDB played a pivotal role as
the official database during the training phases of the MICCAI 2015 Sub-Challenge on
Automatic Polyp Detection Challenge in Colonoscopy Videos.

The images contained in the 'Original' folder are the property of Hospital Clinic,
Barcelona, Spain, while the images within the 'Ground Truth' folder are attributed to the

Computer Vision Center, Barcelona, Spain.

Access to the CVC-ClinicDB dataset was obtained through the official CVC-ClinicDB
dataset available at Kaggle.com. It is important to note that the usage of this database is
strictly limited to research and educational purposes, with any commercial applications
expressly prohibited. Researchers conducting experiments with this dataset should
adhere to the attribution requirements outlined by Bernal et al. (2015) in their work
titled "WM-DOVA maps for accurate polyp highlighting in colonoscopy: Validation vs.
saliency maps from physicians," published in Computerized Medical Imaging and

Graphics (Bernal et al., 2015).

3.2 Model Selection

The selection of an appropriate deep learning architecture is a pivotal decision in any
research project, and for the study of CVC-ClinicDB, U-Net was chosen as the initial
architecture. U-Net, a convolutional neural network (CNN) structure, was deemed an

ideal starting point due to its well-established effectiveness in various medical image
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segmentation tasks, aligning perfectly with the objectives of this research (Ronneberger

et al., 2015).

The primary rationale behind opting for U-Net is its strong performance in medical
image segmentation, particularly in tasks requiring precise delineation of structures,
such as tumors or anatomical regions. U-Net's architecture, characterized by an encoder-
decoder design complemented by skip connections, is tailor-made for handling such
intricate tasks (Cicek et al., 2016). The encoder captures contextual and hierarchical
features, while the decoder generates high-resolution segmentation maps, and skip

connections facilitate the preservation of fine details.

Additionally, the availability of pre-trained U-Net models and the support of widely-
used deep learning frameworks like TensorFlow and PyTorch expedite the
implementation process (Smith, 2020). This, in turn, allows for a more focused
approach to customizing the architecture to suit the unique characteristics of the CVC-

ClinicDB dataset, thus enhancing research efficiency and productivity.

In summary, the selection of U-Net as the foundational architecture for the CVC-
ClinicDB dataset is a strategic choice rooted in its proven track record, architectural
suitability, and the available resources for efficient implementation and customization.
This choice positions the research for success by facilitating the attainment of accurate

and meaningful segmentation results.

In addition to U-Net, a more recent and promising architecture, DUCK-Net, has been
integrated into this research project based on a comprehensive comparison of recent
models against the CVC-ClinicDB dataset, as reported in the paper by Dumitru et al.
2023, accessible at (https://www.nature.com/articles/s41598-023-36940-5.pdf). The
DUCK-Net architecture, illustrated in Figure 1 of their research, retains the encoder-

decoder formula of the U-net but introduces several key innovations.

Firstly, DUCK-Net replaces the traditional 3 x 3 convolutional blocks used by U-Net
with DUCK blocks, except in the final step. This modification enhances the model's
ability to capture essential details at each step, albeit at the cost of finer low-level
details. The specifics of the DUCK block are comprehensively explained in the source
paper. To mitigate the potential loss of fine details caused by the novel block, DUCK-
Net incorporates a secondary downscaling layer that bypasses convolutional processing

and utilizes 2D 2 x 2 convolutions with strides of 2 to downscale the image. This
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approach offers an advantage over traditional max-pooling as it enables the model to
learn essential features to retain. Furthermore, DUCK-Net introduces an addition-based
combination of outputs instead of concatenation, similar to LinkNet, resulting in

improved performance with reduced memory and computational resource requirements.

The inclusion of DUCK-Net in this research is motivated by its innovative architecture,
which aims to balance between capturing crucial image details and maintaining efficient
processing, as demonstrated by Dumitru et al. 2023 in their study. This decision is
expected to enhance the segmentation capabilities of the model and contribute to the

achievement of more accurate and meaningful results in the context of CVC-ClinicDB.

The selection of DUCK-Net as the architectural foundation is driven by its remarkable
performance. Comparative studies on the CVC-ClinicDB dataset have confirmed
DUCK-Net's prowess, demonstrating its capacity to captSure intricate details and
structures inherent in medical images (paperswithcode.com, n.d.). In adopting the
DUCK-Net architecture, this research aims to achieve precision and accuracy in medical
image segmentation. Through the adept utilization of DUCK-Net's unique convolutional
blocks, the goal is to advance healthcare diagnostics and treatment modalities by

providing meticulous and nuanced image analyses.

3.3 Model Development

For the development of the U-Net architecture, TensorFlow was chosen as the deep
learning framework due to its versatility and robust support for neural network
development. The U-Net architecture, widely adopted for medical image segmentation
tasks, is designed to capture fine-grained features while maintaining the contextual
information crucial for accurate segmentation. The architecture of the U-Net model used

in this study is summarized in Appendix I.

The U-Net architecture comprises an encoder-decoder structure with skip connections,
allowing it to effectively capture both global and local features within the medical
images. It starts with convolutional layers followed by batch normalization and
activation functions to extract features progressively. Max-pooling layers downsample
the feature maps, reducing the spatial dimensions while preserving important

information.

The decoder part of the U-Net involves transpose convolutional layers

(Conv2DTranspose) that upsample the feature maps, followed by concatenation with
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feature maps from earlier encoder stages to retain fine details. Batch normalization and
activation functions are applied to maintain network stability. The final convolutional

layer produces the segmentation mask.

This U-Net architecture serves as a strong foundation for the segmentation tasks
involving the CVC-ClinicDB dataset. It balances the extraction of intricate details with
the preservation of context, making it a suitable choice for achieving precise and

meaningful segmentations in medical images.

3.3.1 Overview of DUCK-Net Architecture

Another chosen architectural framework for this research is DUCK-Net, a state-of-the-
art model tailored for medical image segmentation. DUCK-Net departs from traditional
architectures by incorporating a unique combination of convolutional blocks that excel
at capturing intricate features across different scales. The architecture of the DUCK-Net

model used in this study is summarized in Appendix II.

The architecture begins with an input layer and subsequently employs a series of
downscaling layers, progressively increasing the number of filters. This initial stage is
crucial for identifying relevant features within the input image. What sets DUCK-Net
apart is its "duckv2" convolutional block, which forms the crux of its innovation,

imparting superior feature extraction capabilities. These layers are explained next.

3.3.1.1 Residual downsampling mechanism

The residual downsampling mechanism is a technique that is used to reduce the size of
an image while preserving its spatial information. This is done by first downsampling
the image using a convolutional layer with a stride of 2. The output of the
downsampling layer is then added to the input image, which helps to prevent the image

from becoming too blurry or pixelated.

The residual downsampling mechanism is important for medical image segmentation
because it allows DUCK-Net to learn features at multiple scales. By downsampling the
image, DUCK-Net is able to learn features at a coarser scale. By adding the output of
the downsampling layer to the input image, DUCK-Net is able to learn features at a
finer scale. This allows DUCK-Net to learn features at different levels of detail, which

is important for accurately segmenting objects in medical images.
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3.3.1.2 The "duckv2" Convolutional Block

The custom convolutional block is a block that is used to extract features from an
image. The block is made up of two convolutional layers, each followed by a rectified
linear unit (ReLU) activation function. The two convolutional layers have different filter

sizes, which allows the block to extract features at different scales.
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Figure 4 Duck Block (Dumitru et al., 2023)

The "duckv2" convolutional block is central to DUCK-Net's effectiveness. It consists of

three key elements:

Separated Convolution: This component employs separated convolutional layers,
focusing on one axis before the other. This approach enhances the model's ability to

recognize intricate patterns, contributing to finer feature extraction.

Midscope Convolution: Dilated convolutions are utilized here, enabling feature
extraction at various scales. This is particularly valuable for detecting both subtle and
extensive structures in medical images. Figure 5 explains the flow of Midscope Block of

duckv?2.
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Figure 3 Duck Block (Dumitru et al., 2023)

Widescope Convolution: By using dilated convolutions at different rates, this element

empowers DUCK-Net to extract features at multiple resolutions. This diverse approach
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significantly boosts segmentation accuracy. Figure 6 explains the flow of Midscope

Block of duckv?2.
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Figure 4 Duck Block (Dumitru et al., 2023, Figure 4)

DUCK-Net seamlessly integrates these components, creating a robust and adaptable
architecture for medical image segmentation tasks. This comprehensive model is
meticulously customized to align with the unique dimensions and intricacies of the

dataset, making it an optimal choice for this research.

3.4 Data Preprocessing

Efficient data preprocessing is a pivotal step in building a robust medical image
segmentation model. This section discusses the key processes involved in preparing the
dataset for training and validation, detailing each step's significance and

implementation.

3.4.1 Loading the Data

Before diving into the preprocessing steps, it's crucial to ensure the dataset directory
structure aligns with the code's expectations. In this case, the dataset directory structure
should have two main subdirectories: 'Original' and 'Ground Truth." The 'Original’
subdirectory contains the original medical images, while 'Ground Truth' holds the

corresponding binary masks.

The first step is to load the data from the specified directory. Depending on the dataset
(‘kvasir," 'cvc-clinicdb,' 'cve-colondb,' or 'etis-laribpolypdb'), the code identifies the
image files' extension ('.jpg,' .tif," or ".png'). It also allows for specifying the number of
images to be loaded, which can be particularly useful when working with large datasets.
Making it clear that for this research only CVC-ClinicDB has been used and all other
datasets mentioned above were used in the original DUCK-Net research paper by

Dumitru (2023).

3.4.2 Resizing Images and Masks
Resizing is a crucial step, ensuring that all images and masks have the same dimensions,

which is essential for training a neural network. The code utilizes the Python Imaging
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Library (PIL) to perform the resizing. It resizes both the original image and the

corresponding mask to the desired height and width, preserving aspect ratios.

3.4.3 Thresholding the Masks

Medical image segmentation often involves binary masks where pixel values represent
regions of interest (ROI). During resizing, techniques such as interpolation are used
which introduce non binary values to the pixels. The goal is to get rid of those values for
better accuracy, and more importantly, for efficient calculation of evaluation metrics.
The code includes a thresholding step, where pixel values in the mask above a specified
threshold are set to 1, indicating the presence of an ROI, while values below the
threshold are set to 0. This step ensures that masks accurately highlight the regions of
interest. Figure 7 demonstrates the difference between a resized mask and a mask that

has been treated for resizing noise due to interpolation.
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Figure 5 Noisy Mask vs Mask after Noise Removal
Normalizing the pixel values of the images is a common practice in deep learning. The
code divides pixel values by 255, ensuring that the input data falls within the [0, 1]

range. Normalization enhances the model's stability during training.

3.4.4 Data Structuring and Splitting

The preprocessed data is structured into two arrays: X_train and Y_train. X_train
contains the normalized image data, while Y_train contains the thresholded binary
masks. Both arrays are appropriately shaped to facilitate compatibility with the

subsequent neural network model.
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In the process of developing the DUCK-Net model for medical image segmentation, a
meticulous data splitting strategy has been employed. This strategy ensures robust
model evaluation, prevents overfitting, and maintains reproducibility. The dataset,
consisting of preprocessed medical images (‘X”) and their corresponding labels (‘Y”), is
divided into three distinct subsets: training, validation, and testing. To achieve this, the

‘train_test_split’ function is utilized with carefully selected parameters.

The ‘test_size’ parameter, set to 0.1, allocates 10% of the data to the initial test set,
leaving 90% for training and subsequent splitting. Shuffling the data (‘shuffle=True”)
eliminates any underlying order, preventing the model from learning sequence-related
patterns. Furthermore, the ‘random_state’ parameter is specified with a fixed seed

value to ensure reproducibility across experiments.

After the initial split, a second split is executed to separate the validation and testing
sets. Here, ‘test_size’ is set to 0.111, dedicating 11.1% of the data for validation and
reserving the remaining 88.9% for rigorous testing. This partitioning scheme maintains
independence between the validation and test sets, allowing for thorough model

assessment and parameter tllIliIlg.

Effective data preprocessing and data splitting play a pivotal role in medical image
segmentation tasks. By adhering to a structured approach that includes loading data,
resizing, thresholding, and normalizing, the dataset is transformed into a suitable format
for training deep learning models. The combination of DUCK-Net's architectural
strengths and well-processed data ensures a robust foundation for medical image

segmentation.

3.5 Training and Validation

A distinctive approach for training the models has been followed for medical image
segmentation. Instead of traditional epoch-based training, a continuous training process
is employed with adaptive learning rate updates and data augmentation, enhancing
model convergence and performance. The main advantages of this training approach are

as follows:

Continuous Training: This approach enables continuous training of the model without
predefined epochs. It adapts the learning rate based on the training progress, allowing

the model to learn at its own pace and achieve optimal results (Smith, 2017).
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Adaptive Learning Rate: The learning rate is updated dynamically during training. A
high initial learning rate is gradually reduced to fine-tune the model's weights. This
dynamic learning rate scheduling helps avoid overshooting and accelerates convergence

(Loshchilov & Hutter, 2017).

Data Augmentation: Data augmentation is applied to the training data in each step.
This process generates diverse training samples by applying random transformations to
the images and masks. Data augmentation helps the model generalize better, reducing

the risk of overfitting (Shorten & Khoshgoftaar, 2019).

Progress Logging: The training progress, including validation and test losses, is logged
to facilitate model evaluation and comparison. The training script records key metrics
such as loss values for validation and test datasets, providing insights into the model's

performance (Mishkin et al., 2018).

Model Checkpointing: The script implements a mechanism to save the model when it
achieves the lowest validation loss. This approach ensures that the best-performing

model is retained, even in long training sessions (Sutskever et al., 2014).

By incorporating these strategies, the training process becomes more flexible, efficient,
and robust, ultimately improving the model's segmentation performance. These
techniques are rooted in the literature and have been successfully applied to various

deep learning tasks.

3.5.1 Hyper-Parameters Selection

The selection of hyperparameters in the training script plays a pivotal role in the
DUCK-Net model's performance and convergence. Several hyperparameters have been
carefully chosen to optimize the training process. The learning rate, set to le-4, is
selected as it strikes a balance between rapid convergence and avoiding overshooting.
Additionally, a seed value of 58800 is used to ensure reproducibility, crucial for
research purposes. The number of filters, set to 17, aligns with the architecture
presented in the paper, which demonstrates significant results with this configuration.
The RMSprop optimizer is employed due to its effectiveness in training deep neural
networks. These hyperparameters have been fine-tuned based on experimentation and

the architectural specifications, aiming to achieve robust and efficient model training.
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3.5.2 Data Augmentation

Data augmentation is a pivotal technique used to enhance the diversity and robustness
of the training dataset. Various augmentations are defined, including horizontal and
vertical flips, color jittering to adjust brightness, contrast, saturation, and hue, as well as
affine transformations involving scaling, translation, rotation, and shearing. These
augmentations introduce variability into the training data, enabling the model to learn

from a wider range of scenarios and better generalize to unseen data.

The ‘augment_images()’ function, defined for this research, effectively applies these
augmentations to the training images and their corresponding masks. It iterates through
the training dataset, applying the defined augmentations to each image-mask pair and
storing the augmented results. This augmented data is then utilized during training,
effectively expanding the dataset and improving the model's ability to handle different
data variations. Data augmentation is a crucial strategy for addressing limited data
availability, ultimately contributing to the model's performance and generalization

capabilities.

Figure 6 An example of Image Augmentation (learndataa, 2021)

3.5.3 Incremental Epoch Training for Resource-Constrained
Environments

In the realm of deep learning and neural network training, resource constraints often
pose a substantial challenge, particularly in cloud-based environments like Google
Colab, where runtime disconnections can interrupt lengthy training sessions (Smith,
2017). To mitigate this limitation and optimize the training process, a novel approach
known as Incremental Epoch Training is employed. This strategy involves training a
deep learning model in a stepwise fashion, incrementally accumulating training epochs

over multiple runtime sessions.

3.5.3.1 Methodology:
Initial Model Training: The process begins with the initial training of the neural

network for a limited number of epochs, addressing the constraints imposed by the
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computing environment. This initial phase provides the model with foundational

knowledge and helps it grasp essential features within the data.

Intermediate Model Saving: Following each training session, the model's weights and
architecture are saved in a persistent storage medium, such as Google Drive or local
storage (which in this case is Google Drive). This ensures that the progress made during

the previous training session is preserved.

Subsequent Training Sessions: Upon resuming the training process, the previously
saved model is loaded, allowing for seamless continuation from the point where the
previous session ended. Additional epochs are then executed to further refine the

model's performance.

Iterative Iterations: Steps 2 and 3 are iteratively repeated until the desired level of
model convergence is achieved. The incremental accumulation of epochs gradually

enhances the model's accuracy and generalization capabilities.

3.5.3.2 Advantages:

This approach offers resource optimization, efficiently allocating computing resources
while avoiding runtime disconnections (Loshchilov & Hutter, 2017). It ensures progress
preservation by periodically saving intermediate models, mitigating the risk of losing
significant advancements in model performance (Sutskever et al., 2014). Additionally,
researchers can exercise fine-grained control over model convergence, enabling
performance assessment at various stages before proceeding with further training

epochs.

The Incremental Epoch Training approach represents a pragmatic solution to the
challenges posed by resource constraints in training deep learning models. It offers a
balance between resource optimization and model convergence, enabling researchers to

achieve meaningful results in environments with limited computational capabilities.

3.6 Evaluation and Performance Metrics

Evaluation metrics are vital for quantifying the performance of the developed semantic
segmentation model. While training, two prominent metrics are employed: the Dice
Coefficient (Dice) and Dice Loss (or Dice Metric Loss). The Dice Coefficient, also
known as the F1-score, measures the similarity between the predicted and ground truth

segmentation masks [Milletari et al., 2016]. It calculates the ratio of twice the
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intersection of these masks to their sum. A higher Dice Coefficient value indicates better
segmentation accuracy. On the other hand, the Dice Loss (or Dice Metric Loss) is
employed as the optimization objective during training. It directly aligns with the Dice
Coefficient and encourages the model to produce more accurate segmentations [Sudre et
al., 2017]. These metrics are essential for assessing the model's ability to precisely
delineate regions of interest in medical images, which is crucial for diagnostic accuracy

and downstream applications.

These evaluation metrics collectively offer valuable insights into the model's
performance. These metrics serve as essential indicators of the model's accuracy in
delineating polyps within medical images. Moreover, other metrics such as Intersection
Over Union, Accuracy, Precision and Recall are also calculated and logged for better
comparison of performance among the two architectures used in this research.

Evaluation Metrics will be explained in detail in the next chapter.

3.7 Output/Predictions

After evaluation metrics are stored in a separate log file, the saved model is used to
predict mask for all the Original Images and plotted side by side for visual analysis that
how well or poor has the training been achieved. On the left most side is the Original
Image plotted in the resized resolution, in the middle is the Ground Truth (Mask Image),
and on the right most side is the Predicted Mask generated using the model trained

during this research. See Figure 9 for clear demonstration.

Original Image Ground Truth Predicted Image

100

0 50 100 150 200

Figure 7 Output Predicted by one of my Models

3.8 Data Logging and Model Saving
Regarding data preservation, a methodical approach has been taken to store data.
Different facets of the training process, such as loss values, validation outcomes, and

model checkpoints, are meticulously recorded in separate files. This systematic



organization ensures that pertinent information remains easily accessible for subsequent
analysis, model comparisons, and future reference. Such structured file management
plays a pivotal role in facilitating research endeavors, empowering researchers to

monitor training progress, make informed decisions, and precisely replicate results.

Moreover, the model is also stored directly to the google drive so it can be loaded for

masks prediction whenever required.
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4 Critical Appraisal and Analysis

In this chapter, we embark on a critical appraisal and analysis of the semantic
segmentation models developed for the CVC-ClinicDB dataset. To comprehensively
assess the model's performance, we employ a range of evaluation metrics that delve into
various aspects of segmentation quality. These metrics provide insights into the model's
capacity to delineate polyps within medical images accurately. In this section, we delve
into the mathematical foundations and practical applications of these evaluation metrics,

ensuring a deep understanding of their significance.

4.1 Evaluation Metrics

Medical image segmentation algorithms are commonly assessed using metrics like the
Dice coefficient, which quantifies overlap between two sets with 1 representing perfect
overlap and 0 indicating no overlap (Sgrensen, 1948). Additional evaluation metrics in
this domain include the Jaccard index, measuring the similarity between sets (Jaccard,
1901); the Hausdorff distance, quantifying the maximum distance between sets
(Huttenlocher et al., 1993); and the volume overlap error, assessing the overlap volume
of segmented regions (Zou et al., 2004). Here, we provide detailed explanations of each
evaluation metric used in this research, accompanied by their respective mathematical

formulations.

4.1.1 Dice Coefficient (F1-Score)

The Dice Coefficient, often referred to as the F1-Score, stands as a fundamental
evaluation metric for semantic segmentation tasks (Milletari et al., 2016). It serves as a
measure of the similarity between the predicted segmentation mask and the ground truth

mask. Mathematically, it is expressed as:

Dice=2x{ Prediction n Ground TruthV - — 6 —{
{ Prediction V +{ Ground Truth V & &

Where:
|Prediction| is the total number of pixels in the predicted mask.
|Ground Truth| is the total number of pixels in the ground truth mask.

|Prediction n Ground Truth| represents the number of overlapping pixels between the

prediction and ground truth masks.
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A Dice Coefficient of 1 indicates a perfect segmentation, where the predicted mask
aligns precisely with the ground truth. In the context of medical image segmentation,
where precise delineation of structures like polyps is crucial, achieving a high Dice

Coefficient is paramount (Milletari et al., 2016).

4.1.2 Intersection over Union (IoU)
The Intersection over Union (IoU), also known as the Jaccard Index, is another pivotal
metric in assessing segmentation accuracy (Milletari et al., 2016). IoU quantifies the

degree of overlap between the predicted and ground truth masks and is calculated as:

IoU =, Prediction n Ground TruthV - — e —{
(& Prediction U Ground TruthV &6

Where:

|Prediction n Ground Truth| represents the number of overlapping pixels between the

prediction and ground truth masks.

|Prediction U Ground Truth| is the total number of pixels in the union of the prediction

and ground truth masks.

IoU yields a value between 0 and 1, where 1 signifies perfect overlap. This metric is
invaluable for evaluating how well the model captures regions of interest and is widely

utilized in image segmentation tasks.

4.1.3 Recall (Sensitivity)

Recall, also known as Sensitivity or True Positive Rate, is an evaluation metric that
focuses on the model's ability to correctly identify positive instances (polyps) among all
actual positive instances (Milletari et al., 2016). It is especially crucial in medical image
segmentation, as it quantifies the model's sensitivity to detecting polyps.

Mathematically, it can be expressed as:

True Positives

Recall = — -
True Positives+ False Negatives

Where:
True Positives (TP) represents the number of correctly identified positive instances.

False Negatives (FN) denotes the number of actual positive instances that the model

failed to identify.



A high recall score indicates that the model effectively captures polyp regions,

minimizing the risk of false negatives that could lead to missed diagnoses.

4.1.4 Precision

Precision is a vital evaluation metric that assesses the accuracy of the model's positive
predictions among all instances it labels as positive (Milletari et al., 2016). In medical
imaging, precision is crucial because it measures the reliability of the model's positive
identifications, helping to minimize false positives. The mathematical representation of

precision is:

True Positives
True Positives + False Positives

Precision=

Where:
True Positives (TP) represents the number of correctly identified positive instances.

False Positives (FP) signifies the number of instances that the model erroneously

classified as positive.

A high precision score indicates that when the model predicts a pixel as a polyp, it is
highly likely to be correct, reducing the chance of unnecessary medical procedures or

treatments.

4.1.5 Accuracy

Accuracy is a comprehensive evaluation metric that gauges the overall model
performance by measuring the ratio of correctly classified pixels to the total number of
pixels (Milletari et al., 2016). It offers a holistic view of the model's performance across
all classes and is essential for assessing its generalization capabilities. The mathematical

representation of accuracy is:

True Positives +True Negatives
Total Pixels

Accuracy=

Where:
True Positives (TP) denotes the number of correctly identified positive instances.
True Negatives (TN) signifies the number of correctly identified negative instances.

Total Pixels represents the total number of pixels in the image.
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Accuracy reflects the model's ability to make correct predictions across various regions

of interest.

In this section, we have elucidated the mathematical foundations and practical
applications of several evaluation metrics critical for the analysis of our semantic
segmentation models. These metrics, including the Dice Coefficient, Intersection over
Union, Recall, Precision, and Accuracy, collectively offer valuable insights into the
model's performance. They serve as essential indicators of the model's accuracy in
delineating polyps within medical images, which is crucial for diagnostic accuracy and
downstream applications. In the subsequent sections of this chapter, we will apply these
metrics to assess and compare the performance of the U-Net and DUCK-Net

architectures on the CVC-ClinicDB dataset.

4.2 Analysis of Training Progress

In the quest to develop highly accurate semantic segmentation models for medical
image analysis, the training process plays a pivotal role. Understanding the dynamics of
model convergence and performance improvement over epochs is essential for
researchers and practitioners. For this reason, the training progress of both the models
models, U-Net and DUCK-Net, was analyzed and interpreted using a key metric, the

Dice Coefficient.

4.2.1 Dice Coefficient vs. Number of Epochs

One of the most insightful ways to gauge the performance of a deep learning model
over time is by plotting its evaluation metrics, Dice Coefficient in this case, against the
number of training epochs. The Dice Coefficient, serving as a measure of segmentation
quality, reflects the degree of overlap between the predicted and ground truth masks,

with a higher value indicating better segmentation accuracy.

In these experiments, a notable trend was observed in the Dice Coefficient graphs for
both U-Net and DUCK-Net. Initially, as training commences, the Dice Coefficient
exhibited a rapid upward trajectory. This phase is characterized by significant
improvements in segmentation accuracy, as the model learns to identify and delineate
polyps within medical images. However, as the training progresses, a phenomenon

known as 'saturation' became evident which can be clearly seen in Graph 1 and 2.
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Dice Coefficient vs. Number of Epochs
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Graph 2 Training Progress of DUCK-Net

4.2.2 The Significance of Saturation in Training

Saturation in training refers to the point at which further training epochs yield
diminishing improvements in model performance (Smith, 2017). This phenomenon is
graphically depicted when the Dice Coefficient curve levels off, indicating that the
model has reached its optimal segmentation capability, and additional training does not

significantly enhance accuracy.

Reaching saturation is of paramount importance in deep learning for several reasons.

Firstly, it signifies that the model has effectively learned the relevant features and
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patterns from the training data (Smith, 2017). The initial steep ascent in the Dice
Coefficient curve corresponds to the rapid acquisition of essential information, enabling
the model to make more accurate predictions. Secondly, it prevents overfitting, a
common issue in deep learning where the model becomes too specialized in the training
data and performs poorly on new, unseen data. Saturation serves as a natural regularizer,

helping the model generalize better to unseen images (Goodfellow et al., 2016).

Moreover, reaching saturation optimizes resource utilization (Loshchilov & Hutter,
2017). Training deep neural networks can be computationally intensive and time-
consuming. By identifying the point of saturation, researchers can avoid unnecessary
computational costs associated with excessive training epochs, making the training

process more efficient.

In our experiments, we observed that both U-Net and DUCK-Net reached a state of
saturation in the Dice Coefficient graphs, suggesting that these models effectively
captured the intricacies of polyp segmentation to their best extent. While U-Net
achieved saturation around 100 epochs, DUCK-Net required approximately 200 epochs

to reach a similar level of stability, but with better segmentation quality.

4.3 Technical Comparison Between U-Net and DUCK-Net

The U-Net architecture is a convolutional neural network (CNN) that was originally
developed for biomedical image segmentation. It is a fully convolutional network,
which means that it does not have any fully connected layers. This makes it well-suited
for image segmentation tasks, as it can handle input images of arbitrary size. The U-Net
architecture consists of two parts: an encoder and a decoder. The encoder is responsible
for extracting features from the input image, while the decoder is responsible for
reconstructing the output image. The encoder consists of a series of convolutional

layers, while the decoder consists of a series of deconvolution layers.

The DUCK-Net architecture is a modified version of the U-Net architecture. It was
developed by researchers at the University of California, Irvine. The DUCK-Net
architecture has several improvements over the original U-Net architecture, including a
larger number of filters in the convolutional layers, a wider receptive field, and the use
of residual connections. The DUCK-Net architecture has been shown to be more
effective than the original U-Net architecture for some medical image segmentation
tasks. For example, it has been shown to be more effective for segmenting tumors in

breast cancer images.
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4.3.1 Similarities and Differences

The U-Net and DUCK-Net architectures have several similarities. Both architectures are
fully convolutional networks. Both architectures consist of an encoder and a decoder.
Both architectures have been shown to be effective for medical image segmentation

tasks.

The main difference between the U-Net and DUCK-Net architectures is the number of
filters in the convolutional layers. The DUCK-Net architecture has a larger number of
filters than the original U-Net architecture. This makes the DUCK-Net architecture
more powerful, but it also makes it more computationally expensive. Another difference
between the U-Net and DUCK-Net architectures is the receptive field. The receptive
field is the area of the input image that is used to calculate the output of a convolutional
layer. The DUCK-Net architecture has a wider receptive field than the original U-Net
architecture. This makes the DUCK-Net architecture more robust to image translations

and deformations.

The DUCK-Net architecture has been shown to perform better than the original U-Net
architecture for some medical image segmentation tasks. However, the U-Net
architecture is still a very effective architecture. The best architecture for a particular

task will depend on the specific characteristics of the task.

4.3.2 Trainable Parameters and Model Size

In a technical comparison of the model summaries for U-Net and DUCK-Net, several
noteworthy differences emerge. Firstly, in terms of total parameters, DUCK-Net
exhibits a higher parameter count, amounting to 38,921,088 parameters, while U-Net
has 31,055,297 parameters. This increase in parameter count in DUCK-Net suggests a
more complex and expansive architecture. Notably, DUCK-Net also has a larger size in

memory, with a total size of 148.47 megabytes compared to U-Net's 118.47 megabytes.

Regarding trainable parameters, DUCK-Net again surpasses U-Net, with 38,867,668
trainable parameters, whereas U-Net has 31,043,521 trainable parameters. This higher
number of trainable parameters in DUCK-Net implies a greater capacity for learning
and adaptability to complex patterns in the data. See Appendix I and Appendix II for

more details.
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4.4 Results and Comparison
The results of the semantic segmentation models, U-Net and DUCK-Net, are presented
in Table 1, showcasing their performance across various evaluation metrics: Dice

Coefficient, Jaccard Index, Precision, Recall, and Accuracy.

Table 1 Evaluation Metrics for U-Net and DUCK-Net

Dice Jaccard
Metrics Precision | Recall | Accuracy
Coefficient| Index
U-Net (train) 0.8581 0.7515 0.8671 0.8493 0.9748
DUCK-Net (train) 0.9208 0.8533 0.9069 0.9351 0.9856
U-Net (validation) 0.8660 0.7637 0.8410 0.8926 0.9739

DUCK-Net (validation)| 0.9247 0.8600 0.8981 0.9529 0.9853

U-Net (test) 0.8527 0.7433 0.8698 0.8364 0.9697

DUCK-Net (test) 0.9095 0.8340 0.9100 0.9089 0.9810

The Dice Coefficient, also known as the F1-score, measures the overlap between the
predicted and ground truth segmentation masks. A higher Dice Coefficient indicates
better segmentation accuracy (Milletari et al., 2016). In the training phase, DUCK-Net
outperforms U-Net, achieving a Dice Coefficient of 0.9208 compared to U-Net's
0.8581. This trend continues in the validation and test phases, with DUCK-Net
consistently surpassing U-Net, demonstrating its superior ability to accurately delineate
regions of interest in medical images. This performance aligns with the findings of
previous research highlighting the effectiveness of DUCK-Net's convolutional blocks in

capturing intricate details (Dumitru et al., 2023).

The Jaccard Index, also known as the Intersection over Union (IoU), measures the
intersection of the predicted and ground truth masks relative to their union. Similar to
the Dice Coefficient, a higher Jaccard Index signifies better segmentation performance.
DUCK-Net maintains its superiority over U-Net in terms of the Jaccard Index,
reflecting its consistent ability to achieve a higher overlap between predicted and

ground truth masks (Sudre et al., 2017).

Precision represents the ratio of correctly predicted positive instances to the total
predicted positive instances, emphasizing the model's ability to avoid false positives.
Recall, on the other hand, measures the ratio of correctly predicted positive instances to

the total actual positive instances, focusing on the model's capacity to identify true
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positives. DUCK-Net exhibits a balance between precision and recall, with competitive
values in both metrics, suggesting a robust ability to make accurate positive predictions
while not excessively sacrificing recall. U-Net demonstrates lower recall, indicating
potential challenges in identifying all actual positive instances, especially evident in the

test phase.

Accuracy quantifies the overall correctness of the model's predictions, considering both
true positives and true negatives. DUCK-Net maintains consistently high accuracy
throughout all phases, outperforming U-Net in the test phase, reinforcing its
effectiveness in achieving accurate and meaningful segmentations across various

datasets.

The results emphasize the superior performance of DUCK-Net over U-Net in the
context of semantic segmentation for the CVC-ClinicDB dataset. This aligns with
previous findings highlighting DUCK-Net's innovative architecture and ability to
capture intricate features while maintaining efficient processing (Dumitru et al., 2023).
The enhanced segmentation capabilities of DUCK-Net, as evidenced by its higher Dice
Coefficient and Jaccard Index, are crucial for precise delineation of polyp regions in
medical images. Moreover, the balanced precision and recall values in DUCK-Net
underscore its potential for accurate positive predictions without excessive false

positives.

Overall, DUCK-Net proves to be a formidable choice for medical image segmentation
tasks, particularly with limited data, as it consistently outperforms U-Net across
multiple evaluation metrics. Its ability to achieve higher accuracy, precision, recall, and
Dice Coefficient, while maintaining a competitive Jaccard Index, showcases its
potential for advancing healthcare diagnostics and treatment modalities. These results
underscore the importance of choosing an architecture tailored to the dataset's unique
characteristics and the critical role of model evaluation in assessing segmentation

performance (Milletari et al., 2016; Sudre et al., 2017; Dumitru et al., 2023).

4.5 Predictions (Comparing Predicted Masks)

Comparing the images, ground truth masks, and predicted masks is an essential step in
critically assessing the performance of the U-Net and DUCK-Net architectures in the
context of medical image segmentation. This analysis aims to discern regions of False
Positives and False Negatives, providing insights into the models' limitations and

challenges in precise delineation. As demonstrated in Figure 10 and Figure 11, the
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visual examination of segmentation results complements the quantitative evaluation
metrics, reaffirming DUCK-Net's superior performance in capturing polyp regions

accurately.

Ground Truth U-Net Mask Duck-Net Mask

Original Image

Figure 8 Original Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 2

Original Image Ground Truth U-Net Mask Duck-Net Mask

Figure 90riginal Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 66

However, it is worth noting the existence of select instances where U-Net demonstrates
superior performance over DUCK-Net. An illustrative example can be found in Figure
12, wherein U-Net successfully predicts a more accurate mask, while DUCK-Net fails

to provide any prediction.

Original Image Ground Truth U-Net Mask Duck-Net Mask

55

Figure 10 Original Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 55

In the majority of cases, both U-Net and DUCK-Net exhibit commendable performance,

as exemplified in Figure 13. Nevertheless, there are scenarios where both architectures
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grapple with predicting masks that closely align with the ground truth, an observation

evident in Figure 14

Ground Truth U-Net Mask Duck-Net Mask

Original Image

Figure 11 Original Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 83

Original Image Ground Truth U-Net Mask Duck-Net Mask

155

Figure 12 Original Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 155

Throughout the study, a recurring pattern emerges, characterized by the challenges
encountered when dealing with polyps of extreme sizes, either exceptionally large or
minute. In such cases, both networks or one of them often face difficulties in producing
accurate masks. Remarkably, when the polyps fall within the realm of moderate size,
both U-Net and DUCK-Net demonstrate adeptness in generating masks closely

resembling the ground truth. Figures 13 and 15 aptly illustrate this capability.

Original Image Ground Truth U-Net Mask Duck-Net Mask

200 200

250 250
0 50 100 150 200 250 (] 50 100 150 200 250

46

Figure 13 Original Image, Ground Truth, Mask predicted by U-Net, Mask Predicted by
DUCK-Net (Left to Right) for CVC-ClinicDB image number 46

Overall, the evaluation and comparison of U-Net and DUCK-Net unveil nuances in

their performance, with DUCK-Net consistently outshining U-Net in most scenarios.
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However, U-Net's occasional success in specific cases highlights the complexity of
polyp segmentation in colonoscopy images. Moreover, the analysis underscores the
challenges posed by extreme polyp sizes, emphasizing the need for future research and
enhancements in addressing these intricacies to achieve more robust and reliable

segmentation outcomes in medical image analysis.
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5 Alignment of Project Learning Outcomes with
Research

The core objective of this research project is to develop and evaluate a robust medical

image segmentation framework utilizing the U-Net architecture and incorporating state-

of-the-art techniques. These objectives are closely aligned with the project's overarching

aim and its relevance to the module's learning outcomes.

5.1 Aims

The primary aim of this research is to advance the field of medical image segmentation
by designing and evaluating a highly effective framework. This framework will employ
the U-Net architecture and incorporate cutting-edge techniques to ensure the precise
delineation of regions of interest (ROIs) within medical images. The project seeks to
contribute to the broader goal of enhancing the accuracy and reliability of image

segmentation techniques in medical diagnostics and treatment planning.

5.2 Learning Outcomes
This research project seamlessly aligns with the specified Project’s Learning Outcomes
(LOs), demonstrating a clear integration of theoretical knowledge, practical design and

implementation, and the strategic gathering of data to achieve its objectives.

L.O2: Assess the value of theoretical concepts and, where appropriate,
consider how they may be applied to the solution of real problems.

In adherence to LO2, this project conducts a comprehensive review of theoretical
concepts, particularly in the field of medical image segmentation. It assesses the value
of these concepts by examining recent advancements and state-of-the-art approaches.
The project delves deep into the realm of deep learning, convolutional neural networks,
and the U-Net architecture, all of which constitute foundational theoretical concepts in
this domain. By evaluating these theoretical foundations, this research project aims to
understand their practical implications and applicability to real-world problems,

specifically the precise delineation of structures in medical images.

LO3: Design an artefact/data gathering strategy using appropriate
techniques and tools.

LO3 finds a robust manifestation in this research's design phase. To fulfill this objective,
the project begins by meticulously designing a data preprocessing strategy. It identifies

and selects a diverse and representative dataset of medical images suitable for both
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model training and evaluation. This process is essential to ensure that the artefact, in this
case, a medical image segmentation framework, is developed using an extensive and
relevant dataset. The research project places significant emphasis on selecting
appropriate techniques and tools for data loading, preprocessing, augmentation, and
annotation. These decisions are pivotal in ensuring that the design strategy aligns with
the project's overarching objectives and sets the stage for accurate and meaningful

results.

LO4: Implement a design to produce an artefact/gather the data using
appropriate techniques.

The heart of this research lies in LO4, where the project leaps from theoretical
groundwork and strategic data design to the practical implementation of the DL based
medical image segmentation frameworks. It entails the concrete construction of the
artefact through the application of appropriate techniques and tools. The research team
leverages deep learning frameworks and cutting-edge software to bring the U-Net
architecture to life, comparing it to DUCK-Net. This implementation is custom-tailored
to align with the research objectives and identified enhancements, ensuring that it
effectively addresses real-world challenges in medical image analysis. The
implementation encompasses every facet, from data loading and preprocessing to model
training and validation procedures. Careful attention is paid to optimizing and fine-
tuning model parameters, signifying a thorough commitment to using suitable

techniques in the creation of the artefact.

In summation, this research project harmoniously integrates the specified Learning
Outcomes, attaining a synergistic blend of theory and practice. LO2 is met through the
profound assessment of theoretical concepts, while LO3 takes form in the strategic
design of data processing and model training strategies. LO4 shines as the project
implements these designs to produce a tangible artefact. This holistic alignment
underscores the project's commitment to advancing medical image segmentation
techniques, thereby contributing valuable insights and a well-evaluated framework for

precise structure delineation in medical images.

48



6 Ethical Considerations

This research project, focused on the development and evaluation of a medical image
segmentation framework using the U-Net architecture, entails several ethical
considerations, even though it does not involve the collection or gathering of new data.

The ethical principles upheld throughout this study are as follows:

Data Privacy and Usage: While this research does not involve data collection, it relies
on existing medical image datasets, such as CVC-ClinicDB, which are accessible
through open repositories. It is essential to adhere to the terms and conditions outlined
by the dataset providers, ensuring that data usage is limited to research and educational

purposes only, as specified by the data sources.

Data Attribution and Copyright: Proper attribution of data sources is crucial to
acknowledge the contributions of data providers and maintain ethical standards. In this
research, datasets were obtained from various sources, and explicit attribution is

provided to the respective institutions and authors in the project documentation.

Data Security: Although data collection is not part of this project, it is essential to
emphasize data security. Ensuring that the obtained datasets are not misused, altered, or
redistributed inappropriately is of utmost importance. Researchers must be diligent in

safeguarding the integrity and confidentiality of the data sources they use.

Informed Consent: Although no human subjects are involved in this study, it is
essential to emphasize that any future research or clinical applications stemming from
the developed models must adhere to the principles of informed consent. Patients'
consent should be obtained for the use of their medical images in research or diagnostic

procedures.

Privacy and Anonymity: Given that the dataset comprised medical images, ethical
considerations regarding patient privacy and confidentiality were of paramount
importance. It is crucial to emphasize that the data used for this research were de-
identified and anonymized, with no patient-specific information or personally
identifiable data included. This practice aligns with ethical principles aimed at

safeguarding patient privacy and complying with data protection regulations.

Inclusivity and Diversity: Ethical considerations extended to promoting inclusivity and

diversity in the research. The project aimed to ensure that the research outcomes benefit
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a broad spectrum of individuals and communities, emphasizing the importance of

equitable access to healthcare technologies.

Ethical Use of Models: The research involves the development and evaluation of deep
learning models. It is imperative to consider the ethical implications of model usage,
particularly in the medical field. Models should be designed and evaluated with the

utmost care to avoid harm to patients or the misdiagnosis of medical conditions.

Algorithm Transparency: Transparent reporting of the research methods and
algorithms used in model development is essential for ethical research. This includes
providing detailed descriptions of the model architecture, data preprocessing steps, and
evaluation metrics, allowing for reproducibility and scrutiny by the scientific
community. For this purpose, Model Summary is shared in Appendices of this report

and all the work is available through GitHub.

Beneficence: The research aims to advance medical image segmentation techniques,
which, when applied in clinical settings, can have a positive impact on patient care.
Ethical considerations encompass the principle of beneficence, emphasizing the
importance of conducting research that benefits society and, in this case, potentially

improves healthcare diagnostics and treatment modalities.

Open Access and Knowledge Sharing: The project adhered to the ethical principle of
open access and knowledge sharing. Research findings, methodologies, and insights
were shared openly with the scientific community through publications and
presentations, fostering collaborative learning and advancement in the field of medical
image segmentation. See U-Net and Duck-Net implementation on my Google

Collaboratory.

In conclusion, this research project, although primarily focused on technical aspects,
upholds a strong commitment to ethical considerations. Adherence to data usage terms,
transparent reporting, and responsible conduct are integral components of this research's
ethical framework. By following these ethical principles, this project contributes to the

development of robust and ethical medical image segmentation solutions.
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7 Conclusion and Recommendations
The culmination of this research endeavor brings forth valuable insights, underscores
the significance of deep learning in medical image analysis, and offers

recommendations for future work.

The comparative evaluation of U-Net and DUCK-Net in colonoscopy image
segmentation has unveiled nuances in their performance. DUCK-Net consistently
outperformed U-Net in most scenarios, reflecting its robustness and suitability for polyp
detection tasks. This observation aligns with previous studies highlighting the efficacy
of convolutional neural networks (CNNs) in medical image analysis (Cicek et al., 2016;
Ronneberger et al., 2015). The success of DUCK-Net underscores the potential of
architectural innovations, such as the "duckv2" convolutional block, in enhancing

segmentation capabilities (Dumitru et al., 2023).

However, it is crucial to acknowledge that U-Net demonstrated sporadic successes,
indicating the complexity of polyp detection within colonoscopy images. This
underscores the need for continued exploration of architectural wvariations and
techniques to improve U-Net's performance. Further research can focus on enhancing its

adaptability to varying polyp characteristics.

The analysis of Predicted Masks reveals areas of challenge for both architectures. Visual
inspection of these regions offers a deeper understanding of model limitations and the
intricacies of polyp detection. Researchers venturing into medical image segmentation
should conduct similar analyses to identify and address areas of concern within their
applications. The impact of polyp size on segmentation performance serves as a
significant observation. Both U-Net and DUCK-Net struggled with extremely large or
small polyps. This underscores the need for scale-aware algorithms and techniques to
handle variations in object size effectively. Future research should explore methods for
adapting CNNs to scale-aware segmentation tasks, benefiting not only colonoscopy but

also other medical imaging domains where object scale varies significantly.

7.1 Transferable Knowledge

The research journey into colonoscopy image segmentation, specifically focusing on
polyp detection, has yielded valuable insights and transferable knowledge with broad
implications for the field of medical image analysis and beyond. This chapter discusses

the key takeaways and knowledge gained through this endeavor.

51



First and foremost, the utilization of deep learning architectures, such as U-Net and
DUCK-Net, underscores their effectiveness in addressing complex medical image
segmentation tasks. The applicability of these architectures extends beyond colonoscopy
to various medical imaging modalities, including but not limited to radiology,
pathology, and ophthalmology. Researchers and practitioners in these domains can
harness the power of these architectures to automate and expedite disease detection and

diagnosis processes.

The significance of data preprocessing cannot be overstated. The meticulous steps taken
to standardize image dimensions, normalize pixel values, and create corresponding
binary masks serve as a blueprint for preparing datasets in medical image analysis. This
structured approach ensures compatibility with deep learning models and minimizes

data-related discrepancies.

Adaptive learning rate scheduling has emerged as a vital strategy for optimizing model
convergence. The dynamic adjustment of learning rates throughout training mitigates
challenges associated with vanishing and exploding gradients. Researchers across
diverse domains can adopt this technique to accelerate model convergence and enhance

performance.

Data augmentation techniques have proven indispensable in addressing limited data
availability. Augmentations such as horizontal and vertical flips, color jittering, and
affine transformations have demonstrated their capacity to improve model
generalization. The versatility of these augmentations extends to various domains with

small or imbalanced datasets.

The selection of evaluation metrics deserves careful consideration in any image
segmentation task. The comprehensive assessment in this research, featuring metrics
like the Dice Coefficient, Intersection over Union, Precision, Recall, and Accuracy,
provides a holistic view of model performance. Researchers embarking on medical
image analysis projects can adopt these metrics to gauge the effectiveness of their

segmentation algorithms rigorously.

The critical examination of False Positives and False Negatives fosters a deeper
understanding of model limitations. The identification of regions where models struggle
offers insights into the complexities of polyp detection. This analysis serves as a

blueprint for assessing the robustness of segmentation models across various medical
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imaging applications. The impact of polyp size on segmentation performance highlights
the importance of considering object scale in image analysis tasks. This observation
resonates with challenges faced in radiology, where accurate detection and delineation

of structures like tumors rely on scale-aware algorithms.

In summary, the knowledge derived from this research transcends the specific domain
of colonoscopy image segmentation. The insights, techniques, and strategies uncovered
here have far-reaching implications for the broader field of medical image analysis and
machine learning. Researchers and practitioners in diverse healthcare domains can draw
upon these findings to advance their own investigations and contribute to the ongoing

evolution of computer-aided diagnosis and treatment planning.

7.2 Recommendations for Future Work

One recommendation for future work is the exploration of ensemble models.
Combining the strengths of U-Net and DUCK-Net could potentially yield more robust
and accurate segmentation outcomes. Ensemble techniques have demonstrated success
in various machine learning tasks (Dietterich, 2000) and merit investigation in the

context of medical image segmentation.

Moreover, the utilization of generative adversarial networks (GANs) for data
augmentation could be explored. GANs can generate synthetic medical images with
realistic variations, addressing data scarcity issues (Goodfellow et al., 2014). This
approach aligns with the trend of leveraging GANs for medical image synthesis

(Wolterink et al., 2017).

Furthermore, there are some parameters that could be changed for better results. One
such parameter is the image resolution, that was reduced to minimize spatial complexity
during model training. It is likely that at original resolution the model will yield better
results since there will be no interpolation noise in the ground truth. Another layer could
be added at the end of the network to convert all the pixels into either 0 or 1 which is an

important part since the original mask is always binary.

In summary, this research advances our understanding of polyp segmentation within
colonoscopy images and highlights the strengths of DUCK-Net in addressing this
critical medical task. The knowledge gained from this study extends to various medical
imaging domains, offering insights into the applicability of deep learning architectures,

data preprocessing, and adaptive learning rate scheduling. As medical image analysis
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continues to evolve, the findings and recommendations presented here serve as a
foundation for future research and advancements in computer-aided diagnosis and

treatment planning.
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Appendix I: U-Net Model Summary

Layer (type) Output Shape Param # Connected to

input_1 (InputLayer) [(None, 256, 256, 3)] 0 [1

conv2d (Conv2D) (None, 256, 256, 64) 1792 ['input_1[0][0]']

batch_normalization (Batch (None, 256, 256, 64) 256 ['conv2d[0][0]']

Normalization)

activation (Activation) (None, 256, 256, 64) 0 ['batch_normalization[0][0]']

conv2d_1 (Conv2D) (None, 256, 256, 64) 36928 [‘activation[0][0]']

batch_normalization_1 (Bat (None, 256, 256, 64) 256 ['‘conv2d_1[0][0]']

chNormalization)

activation_1 (Activation) (None, 256, 256, 64) 0 ['batch_normalization_1[0][0]'
1

max_pooling2d (MaxPooling2 (None, 128, 128, 64) 0 ['activation_1[0][0]']
D)

conv2d_2 (Conv2D) (None, 128, 128, 128) 73856 ['max_pooling2d[0][0]']

batch_normalization_2 (Bat (None, 128, 128, 128) 512 ['conv2d_2[0][0]']

chNormalization)

activation_2 (Activation) (None, 128, 128, 128) 0 ['batch_normalization_2[0][0]'
]

conv2d_3 (Conv2D) (None, 128, 128, 128) 147584 ['activation_2[0][0]']

batch_normalization_3 (Bat (None, 128, 128, 128) 512 ['conv2d_3[0][0]']

chNormalization)
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activation_3 (Activation) (None, 128, 128, 128) 0 ['batch_normalization_3[0][0]'
]

max_pooling2d_1 (MaxPoolin (None, 64, 64, 128) 0 ['activation_3[0][0]']
g2D)

conv2d_4 (Conv2D) (None, 64, 64, 256) 295168 ['max_pooling2d_1[0][0]']

batch_normalization_4 (Bat (None, 64, 64, 256) 1024  ['conv2d_4[0][0]']

chNormalization)

activation_4 (Activation) (None, 64, 64, 256) 0 ['batch_normalization_4[0][0]'
]

conv2d_5 (Conv2D) (None, 64, 64, 256) 590080 ['activation_4[0][0]']

batch_normalization_5 (Bat (None, 64, 64, 256) 1024  ['conv2d_5[0][0]']

chNormalization)

activation_5 (Activation) (None, 64, 64, 256) 0 ['batch_normalization_5[0][0]'
1

max_pooling2d_2 (MaxPoolin (None, 32, 32, 256) 0 ['activation_5[0][0]']
g2D)

conv2d_6 (Conv2D) (None, 32, 32, 512) 1180160 ['max_pooling2d_2[0][0]']

batch_normalization_6 (Bat (None, 32, 32, 512) 2048  ['conv2d_6[0][0]']

chNormalization)

activation_6 (Activation) (None, 32, 32, 512) 0 ['batch_normalization_6[0][0]'
]

conv2d_7 (Conv2D) (None, 32, 32, 512) 2359808 ['activation_6[0][0]']

batch_normalization_7 (Bat (None, 32, 32, 512) 2048  ['conv2d_7[0][0]]

chNormalization)

activation_7 (Activation) (None, 32, 32, 512) 0 ['batch_normalization_7[0][0]'
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max_pooling2d_3 (MaxPoolin (None, 16, 16, 512) 0 ['activation_7[0][0]']
g2D)

conv2d_8 (Conv2D) (None, 16, 16, 1024) 4719616 ['max_pooling2d_3[0][0]']

batch_normalization_8 (Bat (None, 16, 16, 1024) 4096 ['conv2d_8[0][0]']

chNormalization)

activation_8 (Activation) (None, 16, 16, 1024) 0 ['batch_normalization_8[0][0]'
]

conv2d_9 (Conv2D) (None, 16, 16, 1024) 9438208 ['activation_8[0][0]']

batch_normalization_9 (Bat (None, 16, 16, 1024) 4096  ['conv2d_9[0][0]']

chNormalization)

activation_9 (Activation) (None, 16, 16, 1024) 0 ['batch_normalization_9[0][0]'
]

conv2d_transpose (Conv2DTr (None, 32, 32, 512) 2097664 ['activation_9[0][0]']

anspose)

concatenate (Concatenate) (None, 32, 32, 1024) 0 ['conv2d_transpose[0][0]',

'activation_7[0][0]']

conv2d_10 (Conv2D) (None, 32, 32, 512) 4719104 ['concatenate[0][0]']

batch_normalization_10 (Ba (None, 32, 32, 512) 2048 ['conv2d_10[0][0]']

tchNormalization)

activation_10 (Activation) (None, 32, 32, 512) 0 ['batch_normalization_10[0][0]
']

conv2d_11 (Conv2D) (None, 32, 32, 512) 2359808 ['activation_10[0][0]']

batch_normalization_11 (Ba (None, 32, 32, 512) 2048  ['conv2d_11[0][0]']

tchNormalization)
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activation_11 (Activation) (None, 32, 32, 512) 0 ['batch_normalization_11[0][0]
']

conv2d_transpose_1 (Conv2D (None, 64, 64, 256) 524544 ['activation_11[0][0]']

Transpose)
concatenate_1 (Concatenate (None, 64, 64, 512) 0 ['conv2d_transpose_1[0][0]',
) 'activation_5[0][0]']

conv2d_12 (Conv2D) (None, 64, 64, 256) 1179904 ['concatenate_1[0][0]']

batch_normalization_12 (Ba (None, 64, 64, 256) 1024  ['conv2d_12[0][0]']

tchNormalization)

activation_12 (Activation) (None, 64, 64, 256) 0 ['batch_normalization_12[0][0]
)

conv2d_13 (Conv2D) (None, 64, 64, 256) 590080 ['activation_12[0][0]']

batch_normalization_13 (Ba (None, 64, 64, 256) 1024  ['conv2d_13[0][0]1]

tchNormalization)

activation_13 (Activation) (None, 64, 64, 256) 0 ['batch_normalization_13[0][0]
]

conv2d_transpose_2 (Conv2D (None, 128, 128, 128) 131200 ['activation_13[0][0]']

Transpose)

concatenate_2 (Concatenate (None, 128, 128, 256) 0 ['conv2d_transpose_2[0][0]',
) 'activation_3[0][0]']

conv2d_14 (Conv2D) (None, 128, 128, 128) 295040 ['concatenate 2[0][0]']

batch_normalization_14 (Ba (None, 128, 128, 128) 512 ['conv2d_14[0][0]']

tchNormalization)

activation_14 (Activation) (None, 128, 128, 128) 0 ['batch_normalization_14[0][0]
]
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conv2d_15 (Conv2D) (None, 128, 128, 128) 147584 ['activation_14[0][0]']

batch_normalization_15 (Ba (None, 128, 128, 128) 512 ['conv2d_15[0][0]']

tchNormalization)

activation_15 (Activation) (None, 128, 128, 128) 0 ['batch_normalization_15[0][0]
]

conv2d_transpose_3 (Conv2D (None, 256, 256, 64) 32832 ['activation_15[0][0]']

Transpose)

concatenate_3 (Concatenate (None, 256, 256, 128) 0 ['conv2d_transpose_3[0][0]',
) 'activation_1[0][0]']

conv2d_16 (Conv2D) (None, 256, 256, 64) 73792 ['concatenate_3[0][0]']

batch_normalization_16 (Ba (None, 256, 256, 64) 256 ['conv2d_16[0][0]']

tchNormalization)

activation_16 (Activation) (None, 256, 256, 64) 0 ['batch_normalization_16[0][0]
]

conv2d_17 (Conv2D) (None, 256, 256, 64) 36928 ['activation_16[0][0]']

batch_normalization_17 (Ba (None, 256, 256, 64) 256 ['conv2d_17[0][0]']

tchNormalization)

activation_17 (Activation) (None, 256, 256, 64) 0 ['batch_normalization_17[0][0]
']

conv2d_18 (Conv2D) (None, 256, 256, 1) 65 ['activation_17[0][0]']

Total params: 31055297 (118.47 MB)
Trainable params: 31043521 (118.42 MB)
Non-trainable params: 11776 (46.00 KB)




Appendix II: DUCK-Net Model Summary

Layer (type) Output Shape Param # Connected to

input_1 (InputLayer) [(None, 256, 256, 3)] 0 [1

batch_normalization (Batch (None, 256, 256, 3) 12 ['input_1[0][0]']

Normalization)

conv2d_20 (Conv2D) (None, 256, 256, 17) 476 ['batch_normalization[0][0]']

batch_normalization_15 (Ba (None, 256, 256, 17) 68 ['conv2d_20[0][0]']

tchNormalization)

conv2d_21 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_15[0][0]
']

batch_normalization_16 (Ba (None, 256, 256, 17) 68 ['conv2d_21[0][0]']

tchNormalization)

conv2d_19 (Conv2D) (None, 256, 256, 17) 68 ['batch_normalization[0][0]']

add_3 (Add) (None, 256, 256, 17) 0 ['batch_normalization_16[0][0]

1
>

'conv2d_19[0][0]']

batch_normalization_17 (Ba (None, 256, 256, 17) 68 ['add_3[0][0]']

tchNormalization)

conv2d_14 (Conv2D) (None, 256, 256, 17) 476 ['batch_normalization[0][0]']

conv2d_23 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_17[0][0]
']

batch_normalization_9 (Bat (None, 256, 256, 17) 68 ['conv2d_14[0][0]']

chNormalization)
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batch_normalization_18 (Ba (None, 256, 256, 17) 68 ['conv2d_23[0][0]']

tchNormalization)

conv2d_15 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_9[0][0]'
]

conv2d_24 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_18[0][0]
]

batch_normalization_10 (Ba (None, 256, 256, 17) 68 ['‘conv2d_15[0][0]']

tchNormalization)

conv2d_13 (Conv2D) (None, 256, 256, 17) 68 ['batch_normalization[0][0]']

batch_normalization_19 (Ba (None, 256, 256, 17) 68 ['conv2d_24[0][0]']

tchNormalization)

conv2d_22 (Conv2D) (None, 256, 256, 17) 306 ['batch_normalization_17[0][0]
]

add_1 (Add) (None, 256, 256, 17) 0 ['batch_normalization_10[0][0]

1
>

'‘conv2d_13[0][0]']

add_4 (Add) (None, 256, 256, 17) 0 ['batch_normalization_19[0][0]

1
>

'‘conv2d_22[0][0]']

batch_normalization_11 (Ba (None, 256, 256, 17) 68 ['add_1[0][0]']

tchNormalization)

batch_normalization_20 (Ba (None, 256, 256, 17) 68 ['add_4[0][0]']

tchNormalization)

conv2d_5 (Conv2D) (None, 256, 256, 17) 476 ['batch_normalization[0][0]']

conv2d_11 (Conv2D) (None, 256, 256, 17) 476 ['batch_normalization[0][0]']

conv2d_17 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_11[0][0]
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conv2d_26 (Conv2D) (None, 256, 256, 17)
']

batch_normalization_1 (Bat (None, 256, 256, 17)

chNormalization)

batch_normalization_6 (Bat (None, 256, 256, 17)

chNormalization)

batch_normalization_12 (Ba (None, 256, 256, 17)

tchNormalization)

batch_normalization_21 (Ba (None, 256, 256, 17)

tchNormalization)

conv2d_6 (Conv2D) (None, 256, 256, 17)
]

conv2d_8 (Conv2D) (None, 256, 256, 17)

conv2d_12 (Conv2D) (None, 256, 256, 17)
1

conv2d_18 (Conv2D) (None, 256, 256, 17)
]

conv2d_27 (Conv2D) (None, 256, 256, 17)
]

conv2d_28 (Conv2D) (None, 256, 256, 17)

batch_normalization_2 (Bat (None, 256, 256, 17)

chNormalization)

batch_normalization_4 (Bat (None, 256, 256, 17)

chNormalization)

2618

68

68

68

68

2618

476

2618

2618

2618

323

68

68

['batch_normalization_20[0][0]

[‘conv2d_5[0][0]']

[‘conv2d_11[0][0]]

[‘conv2d_17[0][0]']

[‘conv2d_26[0][0]']

['batch_normalization_1[0][0]'

['batch_normalization[0][0]']

['batch_normalization_6[0][0]'

['batch_normalization_12[0][0]

['batch_normalization_21[0][0]

['batch_normalization[0][0]']

['conv2d_6[0][0]']

['conv2d_8[0][0]']
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batch_normalization_7 (Bat (None, 256, 256, 17)

chNormalization)

conv2d_10 (Conv2D) (None, 256, 256, 17)

batch_normalization_13 (Ba (None, 256, 256, 17)

tchNormalization)

conv2d_16 (Conv2D) (None, 256, 256, 17)

']

batch_normalization_22 (Ba (None, 256, 256, 17)

tchNormalization)

conv2d_25 (Conv2D) (None, 256, 256, 17)

']

batch_normalization_24 (Ba (None, 256, 256, 17)

tchNormalization)

conv2d_7 (Conv2D) (None, 256, 256, 17)

]

conv2d_9 (Conv2D) (None, 256, 256, 17)

]

, 'conv2d_10[0][0]']

'conv2d_16[0][0]']

add (Add) (None, 256, 256, 17) 0
add_2 (Add) (None, 256, 256, 17) 0
add_5 (Add) (None, 256, 256, 17) 0

1
>

'conv2d_25[0][0]']

conv2d_29 (Conv2D) (None, 256, 256, 17)

']

68

68

68

306

68

306

68

2618

2618

['conv2d_12[0][0]']

['batch_normalization[0][0]']

['‘conv2d_18[0][0]']

['batch_normalization_11[0][0]

[‘conv2d_27[0][0]']

['batch_normalization_20[0][0]

[‘conv2d_28[0][0]']

['batch_normalization_2[0][0]'

['batch_normalization_4[0][0]'

['batch_normalization_7[0][0]'

['batch_normalization_13[0][0]

['batch_normalization_22[0][0]

1751

['batch_normalization_24[0][0]
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batch_normalization_3 (Bat (None, 256, 256, 17) 68 ['conv2d_7[0][0]']

chNormalization)

batch_normalization_5 (Bat (None, 256, 256, 17) 68 ['conv2d_9[0][0]']

chNormalization)

batch_normalization_8 (Bat (None, 256, 256, 17) 68 ['add[0][0]']

chNormalization)

batch_normalization_14 (Ba (None, 256, 256, 17) 68 ['add_2[0][0]']

tchNormalization)

batch_normalization_23 (Ba (None, 256, 256, 17) 68 ['add_5[0][0]']

tchNormalization)

batch_normalization_25 (Ba (None, 256, 256, 17) 68 ['conv2d_29[0][0]']

tchNormalization)

add_6 (Add) (None, 256, 256, 17) 0 ['batch_normalization_3[0][0]'

, 'batch_normalization_5[0][0]

1
>

'batch_normalization_8[0][0]'
, 'batch_normalization_14[0][0
I,

'batch_normalization_23[0][0]

1
b

'batch_normalization_25[0][0]
]

batch_normalization_26 (Ba (None, 256, 256, 17) 68 ['add_6[0][0]']

tchNormalization)

conv2d_30 (Conv2D) (None, 128, 128, 34) 2346  ['batch_normalization_26[0][0]
i

conv2d (Conv2D) (None, 128, 128, 34) 442 ['input_1[0][0]']

add_7 (Add) (None, 128, 128, 34) 0 ['‘conv2d_30[0][0]',



'conv2d[0][0]']

batch_normalization_27 (Ba (None, 128, 128, 34) 136 ['add_7[0][0]']

tchNormalization)

conv2d_46 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_27[0][0]
i

batch_normalization_42 (Ba (None, 128, 128, 34) 136 ['conv2d_46[0][0]']

tchNormalization)

conv2d_47 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_42[0][0]
']

batch_normalization_43 (Ba (None, 128, 128, 34) 136 ['conv2d_47[0][0]']

tchNormalization)

conv2d_45 (Conv2D) (None, 128, 128, 34) 1190 ['batch_normalization_27[0][0]
]

add_11 (Add) (None, 128, 128, 34) 0 ['batch_normalization_43[0][0]

1
>

'conv2d_45[0][0]']

batch_normalization_44 (Ba (None, 128, 128, 34) 136 ['add_11[0][0]']

tchNormalization)

conv2d_40 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_27[0][0]
]

conv2d_49 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_44[0][0]
]

batch_normalization_36 (Ba (None, 128, 128, 34) 136 ['conv2d_40[0][0]']

tchNormalization)

batch_normalization_45 (Ba (None, 128, 128, 34) 136 ['conv2d_49[0][0]']

tchNormalization)
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conv2d_41 (Conv2D) (None, 128, 128, 34) 10438
']

conv2d_50 (Conv2D) (None, 128, 128, 34) 10438
']

batch_normalization_37 (Ba (None, 128, 128, 34) 136

tchNormalization)

conv2d_39 (Conv2D) (None, 128, 128, 34) 1190
']

batch_normalization_46 (Ba (None, 128, 128, 34) 136

tchNormalization)

conv2d_48 (Conv2D) (None, 128, 128, 34) 1190

']

add_9 (Add) (None, 128,128,34) 0

1
b

'conv2d_39[0][0]']

add_12 (Add) (None, 128, 128,34) 0

1
>

'conv2d_48[0][0]']

batch_normalization_38 (Ba (None, 128, 128, 34) 136

tchNormalization)

batch_normalization_47 (Ba (None, 128, 128, 34) 136

tchNormalization)

conv2d_31 (Conv2D) (None, 128, 128, 34) 10438
]

conv2d_37 (Conv2D) (None, 128, 128, 34) 10438
]

conv2d_43 (Conv2D) (None, 128, 128, 34) 10438

['batch_normalization_36[0][0]

['batch_normalization_45[0][0]

['conv2d_41[0][0]']

['batch_normalization_27[0][0]

['conv2d_50[0][0]']

['batch_normalization_44[0][0]

['batch_normalization_37[0][0]

['batch_normalization_46[0][0]

['add_S[0][0]']

['add_12[0][0]']

['batch_normalization_27[0][0]

['batch_normalization_27[0][0]

['batch_normalization_38[0][0]
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conv2d_52 (Conv2D)

batch_normalization_28 (Ba (None, 128, 128, 34)

tchNormalization)

batch_normalization_33 (Ba (None, 128, 128, 34)

tchNormalization)

batch_normalization_39 (Ba (None, 128, 128, 34)

tchNormalization)

batch_normalization_48 (Ba (None, 128, 128, 34)

tchNormalization)

conv2d_32 (Conv2D)

conv2d_34 (Conv2D)

conv2d_38 (Conv2D)

conv2d_44 (Conv2D)

conv2d_53 (Conv2D)

conv2d_54 (Conv2D)

batch_normalization_29 (Ba (None, 128, 128, 34)

tchNormalization)

batch_normalization_31 (Ba (None, 128, 128, 34)

(None, 128, 128, 34)
i

(None, 128, 128, 34)
']

(None, 128, 128, 34)
]

(None, 128, 128, 34)
]

(None, 128, 128, 34)
i

(None, 128, 128, 34)
i

(None, 128, 128, 34)
']

10438

136

136

136

136

10438

10438

10438

10438

10438

6970

136

136

['batch_normalization_47[0][0]

['conv2d_31[0][0]']

['‘conv2d_37[0][0]']

['‘conv2d_43[0][0]']

['‘conv2d_52[0][0]']

['batch_normalization_28[0][0]

['batch_normalization_27[0][0]

['batch_normalization_33[0][0]

['batch_normalization_39[0][0]

['batch_normalization_48[0][0]

['batch_normalization_27[0][0]

['‘conv2d_32[0][0]"]

['conv2d_34[0][0]']



tchNormalization)

batch_normalization_34 (Ba (None, 128, 128, 34) 136 ['conv2d_38[0][0]']

tchNormalization)

conv2d_36 (Conv2D) (None, 128, 128, 34) 1190 ['batch_normalization_27[0][0]

']

batch_normalization_40 (Ba (None, 128, 128, 34) 136 ['conv2d_44[0][0]']

tchNormalization)

conv2d_42 (Conv2D) (None, 128, 128, 34) 1190 ['batch_normalization_38[0][0]

']

batch_normalization_49 (Ba (None, 128, 128, 34) 136 ['conv2d_53[0][0]']

tchNormalization)

conv2d_51 (Conv2D) (None, 128, 128, 34) 1190 ['batch_normalization_47[0][0]

']

batch_normalization_51 (Ba (None, 128, 128, 34) 136 ['conv2d_54[0][0]']

tchNormalization)

conv2d_33 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_29[0][0]

']

conv2d_35 (Conv2D) (None, 128, 128, 34) 10438 ['batch_normalization_31[0][0]

']

add_8 (Add) (None, 128, 128, 34) 0 ['batch_normalization_34[0][0]

1
>

'‘conv2d_36[0][0]']

add_10 (Add) (None, 128, 128, 34) 0 ['batch_normalization_40[0][0]

1
>

'conv2d_42[0][0]']

add_13 (Add) (None, 128, 128, 34) 0 ['batch_normalization_49[0][0]

1
>
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'conv2d_51[0][0]']

conv2d_55 (Conv2D) (None, 128, 128, 34) 6970 ['batch_normalization_51[0][0]
i

batch_normalization_30 (Ba (None, 128, 128, 34) 136 ['conv2d_33[0][0]']

tchNormalization)

batch_normalization_32 (Ba (None, 128, 128, 34) 136 ['conv2d_35[0][0]']

tchNormalization)

batch_normalization_35 (Ba (None, 128, 128, 34) 136 ['add_8[0][0]']

tchNormalization)

batch_normalization_41 (Ba (None, 128, 128, 34) 136 ['add_10[0][0]']

tchNormalization)

batch_normalization_50 (Ba (None, 128, 128,34) 136  ['add_13[0][0]']

tchNormalization)

batch_normalization_52 (Ba (None, 128, 128, 34) 136 ['conv2d_55[0][0]']

tchNormalization)

add_14 (Add) (None, 128, 128, 34) 0 ['batch_normalization_30[0][0]

1
>

'batch_normalization_32[0][0]

1
b

'batch_normalization_35[0][0]

1
>

'batch_normalization_41[0][0]

1
>

'batch_normalization_50[0][0]

1
b

'batch_normalization_52[0][0]
i

batch_normalization_53 (Ba (None, 128, 128, 34) 136 ['add_14[0][0]']

tchNormalization)



conv2d_56 (Conv2D) (None, 64, 64, 68) 9316  ['batch_normalization_53[0][0]
']

conv2d_1 (Conv2D) (None, 64, 64, 68) 9316  ['conv2d[0][0]']

add_15 (Add) (None, 64, 64, 68) 0 ['conv2d_56[0][0]',
'conv2d_1[0][0]']

batch_normalization_54 (Ba (None, 64, 64, 68) 272 ['add_15[0][0]']

tchNormalization)

conv2d_72 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_54[0][0]
']

batch_normalization_69 (Ba (None, 64, 64, 68) 272 ['conv2d_72[0][0]']

tchNormalization)

conv2d_73 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_69[0][0]
]

batch_normalization_70 (Ba (None, 64, 64, 68) 272 ['conv2d_73[0][0]']

tchNormalization)

conv2d_71 (Conv2D) (None, 64, 64, 68) 4692  ['batch_normalization_54[0][0]
]

add_19 (Add) (None, 64, 64, 68) 0 ['batch_normalization_70[0][0]

1
>

'conv2d_71[0][0]']

batch_normalization_71 (Ba (None, 64, 64, 68) 272 ['add_19[0][0]"]

tchNormalization)

conv2d_66 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_54[0][0]
i

conv2d_75 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_71[0][0]

']
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batch_normalization_63 (Ba (None, 64, 64, 68) 272 ['conv2d_66[0][0]']

tchNormalization)

batch_normalization_72 (Ba (None, 64, 64, 68) 272 ['conv2d_75[0][0]']

tchNormalization)

conv2d_67 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_63[0][0]
]

conv2d_76 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_72[0][0]
i

batch_normalization_64 (Ba (None, 64, 64, 68) 272 ['conv2d_67[0][0]]

tchNormalization)

conv2d_65 (Conv2D) (None, 64, 64, 68) 4692  ['batch_normalization_54[0][0]
)

batch_normalization_73 (Ba (None, 64, 64, 68) 272 ['conv2d_76[0][0]']

tchNormalization)

conv2d_74 (Conv2D) (None, 64, 64, 68) 4692  ['batch_normalization_71[0][0]
']

add_17 (Add) (None, 64, 64, 68) 0 ['batch_normalization_64[0][0]
'conv2d_65[0][0]']

add_20 (Add) (None, 64, 64, 68) 0 ['batch_normalization_73[0][0]
'conv2d_74[0][0]']

batch_normalization_65 (Ba (None, 64, 64, 68) 272 ['add_17[0][0]']

tchNormalization)

batch_normalization_74 (Ba (None, 64, 64, 68) 272 ['add_20[0][0]']

tchNormalization)

conv2d_57 (Conv2D) (None, 64, 64, 68) 41684 ['batch_normalization_54[0][0]
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conv2d_63 (Conv2D) (None, 64, 64, 68)
']

conv2d_69 (Conv2D) (None, 64, 64, 68)
']

conv2d_78 (Conv2D) (None, 64, 64, 68)
]

batch_normalization_55 (Ba (None, 64, 64, 68)

tchNormalization)

batch_normalization_60 (Ba (None, 64, 64, 68)

tchNormalization)

batch_normalization_66 (Ba (None, 64, 64, 68)

tchNormalization)

batch_normalization_75 (Ba (None, 64, 64, 68)

tchNormalization)

conv2d_58 (Conv2D) (None, 64, 64, 68)
']

conv2d_60 (Conv2D) (None, 64, 64, 68)
']

conv2d_64 (Conv2D) (None, 64, 64, 68)
']

conv2d_70 (Conv2D) (None, 64, 64, 68)
]

conv2d_79 (Conv2D) (None, 64, 64, 68)
]

conv2d_80 (Conv2D) (None, 64, 64, 68)

41684

41684

41684

272

272

272

272

41684

41684

41684

41684

41684

27812

['batch_normalization_54[0][0]

['batch_normalization_65[0][0]

['batch_normalization_74[0][0]

[‘conv2d_57[0][0]']

['conv2d_63[0][0]]

['conv2d_69[0][0]"]

['conv2d_78[0][0]']

['batch_normalization_55[0][0]

['batch_normalization_54[0][0]

['batch_normalization_60[0][0]

['batch_normalization_66[0][0]

['batch_normalization_75[0][0]

['batch_normalization_54[0][0]
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batch_normalization_56 (Ba (None, 64, 64, 68)

tchNormalization)

batch_normalization_58 (Ba (None, 64, 64, 68)

tchNormalization)

batch_normalization_61 (Ba (None, 64, 64, 68)

tchNormalization)

conv2d_62 (Conv2D) (None, 64, 64, 68)
]

batch_normalization_67 (Ba (None, 64, 64, 68)

tchNormalization)

conv2d_68 (Conv2D) (None, 64, 64, 68)
]

batch_normalization_76 (Ba (None, 64, 64, 68)

tchNormalization)

conv2d_77 (Conv2D) (None, 64, 64, 68)
']

batch_normalization_78 (Ba (None, 64, 64, 68)

tchNormalization)

conv2d_59 (Conv2D) (None, 64, 64, 68)
']

conv2d_61 (Conv2D) (None, 64, 64, 68)
]

add_16 (Add) (None, 64, 64, 68)

1
b

0

272 ['‘conv2d_58[0][0]']

272 ['‘conv2d_60[0][0]]

272 ['‘conv2d_64[0][0]']

4692  ['batch_normalization_54[0][0]

272 ['conv2d_70[0][0]']

4692  ['batch_normalization_65[0][0]

272 ['conv2d_79[0][0]']

4692  ['batch_normalization_74[0][0]

272 ['‘conv2d_80[0][0]']

41684 ['batch_normalization_56[0][0]

41684 ['batch_normalization_58[0][0]

['batch_normalization_61[0][0]

'‘conv2d_62[0][0]']
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add_18 (Add) (None, 64, 64, 68) 0 ['batch_normalization_67[0][0]

1
>

'‘conv2d_68[0][0]']

add_21 (Add) (None, 64, 64, 68) 0 ['batch_normalization_76[0][0]

1
b

'‘conv2d_77[0][0]']

conv2d_81 (Conv2D) (None, 64, 64, 68) 27812 ['batch_normalization_78[0][0]
']

batch_normalization_57 (Ba (None, 64, 64, 68) 272 ['conv2d_59[0][0]']

tchNormalization)

batch_normalization_59 (Ba (None, 64, 64, 68) 272 ['conv2d_61[0][0]']

tchNormalization)

batch_normalization_62 (Ba (None, 64, 64, 68) 272 ['add_16[0][0]']

tchNormalization)

batch_normalization_68 (Ba (None, 64, 64, 68) 272 ['add_18[0][0]']

tchNormalization)

batch_normalization_77 (Ba (None, 64, 64, 68) 272 ['add_21[0][0]"]

tchNormalization)

batch_normalization_79 (Ba (None, 64, 64, 68) 272 ['‘conv2d_81[0][0]]

tchNormalization)

add_22 (Add) (None, 64, 64, 68) 0 ['batch_normalization_57[0][0]

1
>

'batch_normalization_59[0][0]

1
b

'batch_normalization_62[0][0]

1
>

'batch_normalization_68[0][0]

1
b

'batch_normalization_77[0][0]

1
>
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'batch_normalization_79[0][0]
']

batch_normalization_80 (Ba (None, 64, 64, 68) 272 ['add_22[0][0]']

tchNormalization)

conv2d_82 (Conv2D) (None, 32, 32, 136) 37128 ['batch_normalization_80[0][0]
]

conv2d_2 (Conv2D) (None, 32, 32, 136) 37128 ['conv2d_1[0][0]']

add_23 (Add) (None, 32, 32, 136) 0 ['conv2d_82[0][0],
‘conv2d_2[0][0]']

batch_normalization_81 (Ba (None, 32, 32, 136) 544 ['add_23[0][0]']

tchNormalization)

conv2d_98 (Conv2D) (None, 32, 32, 136) 166600 ['batch_normalization_81[0][0]
]

batch_normalization_96 (Ba (None, 32, 32, 136) 544 [‘conv2d_98[0][0]']

tchNormalization)

conv2d_99 (Conv2D) (None, 32, 32, 136) 166600 ['batch_normalization_96[0][0]
]

batch_normalization_97 (Ba (None, 32, 32, 136) 544 ['‘conv2d_99[0][0]']

tchNormalization)

conv2d_97 (Conv2D) (None, 32, 32, 136) 18632 ['batch_normalization_81[0][0]
i

add_27 (Add) (None, 32, 32, 136) 0 ['batch_normalization_97[0][0]

[
b

'‘conv2d_97[0][0]']

batch_normalization_98 (Ba (None, 32, 32, 136) 544 ['add_27[0][0]']

tchNormalization)
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conv2d_92 (Conv2D) (None, 32, 32, 136) 166600
']

conv2d_101 (Conv2D) (None, 32, 32, 136) 166600 ['batch_normalization_98[0][0]

']

batch_normalization_90 (Ba (None, 32, 32, 136) 544

tchNormalization)

batch_normalization_99 (Ba (None, 32, 32, 136) 544

tchNormalization)

conv2d_93 (Conv2D) (None, 32, 32, 136) 166600
']

conv2d_102 (Conv2D) (None, 32, 32, 136) 166600 ['batch_normalization_99[0][0]

']

batch_normalization_91 (Ba (None, 32, 32, 136) 544

tchNormalization)

conv2d_91 (Conv2D) (None, 32, 32, 136) 18632
]

batch_normalization_100 (B (None, 32, 32, 136) 544

atchNormalization)

conv2d_100 (Conv2D) (None, 32, 32, 136) 18632
']

add_25 (Add) (None, 32, 32, 136) 0 ['batch_normalization_91[0][0]

1
>

'conv2d_91[0][0]']

add_28 (Add) (None, 32, 32, 136) 0 ['batch_normalization_100[0][0

I,
'conv2d_100[0][0]']

batch_normalization_92 (Ba (None, 32, 32, 136) 544

['batch_normalization_81[0][0]

[‘conv2d_92[0][0]']

['‘conv2d_101[0][0]"]

['batch_normalization_90[0][0]

['conv2d_93[0][0]"]

['batch_normalization_81[0][0]

['conv2d_102[0][0]']

['batch_normalization_98[0][0]

['add_25[0][0]']
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tchNormalization)

batch_normalization_101 (B (None, 32, 32, 136)

atchNormalization)

conv2d_83 (Conv2D) (None, 32, 32, 136)
']

conv2d_89 (Conv2D) (None, 32, 32, 136)
]

conv2d_95 (Conv2D) (None, 32, 32, 136)
]

conv2d_104 (Conv2D) (None, 32, 32, 136)
11

batch_normalization_82 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_87 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_93 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_102 (B (None, 32, 32, 136)

atchNormalization)

conv2d_84 (Conv2D) (None, 32, 32, 136)
']

conv2d_86 (Conv2D) (None, 32, 32, 136)
]

conv2d_90 (Conv2D) (None, 32, 32, 136)
]

conv2d_96 (Conv2D) (None, 32, 32, 136)

544

166600

166600

166600

166600

544

544

544

544

166600

166600

166600

166600

['add_28[0][0]']

['batch_normalization_81[0][0]

['batch_normalization_81[0][0]

['batch_normalization_92[0][0]

['batch_normalization_101[0][0

[‘conv2d_83[0][0]"]

[‘conv2d_89[0][0]']

[‘conv2d_95[0][0]']

['conv2d_104[0][0]"]

['batch_normalization_82[0][0]

['batch_normalization_81[0][0]

['batch_normalization_87[0][0]

['batch_normalization_93[0][0]
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conv2d_105 (Conv2D) (None, 32, 32, 136)

11
conv2d_106 (Conv2D) (None, 32, 32, 136)
']

batch_normalization_83 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_85 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_88 (Ba (None, 32, 32, 136)

tchNormalization)

conv2d_88 (Conv2D) (None, 32, 32, 136)

']

batch_normalization_94 (Ba (None, 32, 32, 136)

tchNormalization)

conv2d_94 (Conv2D) (None, 32, 32, 136)

']

batch_normalization_103 (B (None, 32, 32, 136)

atchNormalization)

conv2d_103 (Conv2D) (None, 32, 32, 136)

I

batch_normalization_105 (B (None, 32, 32, 136)

atchNormalization)

conv2d_85 (Conv2D) (None, 32, 32, 136)

']

conv2d_87 (Conv2D) (None, 32, 32, 136)

166600

111112

544

544

544

18632

544

18632

544

18632

544

166600

166600

['batch_normalization_102[0][0

['batch_normalization_81[0][0]

[‘conv2d_84[0][0]']

['conv2d_86[0][0]"]

['conv2d_90[0][0]"]

['batch_normalization_81[0][0]

[‘conv2d_96[0][0]']

['batch_normalization_92[0][0]

['conv2d_105[0][0]"]

['batch_normalization_101[0][0

['conv2d_106[0][0]"]

['batch_normalization_83[0][0]

['batch_normalization_85[0][0]
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add_24 (Add) (None, 32, 32, 136)

1
>

'‘conv2d_88[0][0]']

add_26 (Add) (None, 32, 32, 136)

1
>

'conv2d_94[0][0]']

add_29 (Add) (None, 32, 32, 136)

]'!

'conv2d_103[0][0]']

conv2d_107 (Conv2D) (None, 32, 32, 136)

I

batch_normalization_84 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_86 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_89 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_95 (Ba (None, 32, 32, 136)

tchNormalization)

batch_normalization_104 (B (None, 32, 32, 136)

atchNormalization)

batch_normalization_106 (B (None, 32, 32, 136)
atchNormalization)

add_30 (Add) (None, 32, 32, 136)

1
b

0

0

0

111112

544

544

544

544

544

544

['batch_normalization_88[0][0]

['batch_normalization_94[0][0]

['batch_normalization_103[0][0

['batch_normalization_105[0][0

[‘conv2d_85[0][0]"]

[‘conv2d_87[0][0]']

['add_24[0][0]']

['add_26[0][0]']

['add_29[0][0]']

['conv2d_107[0][0]"]

0 ['batch_normalization_84[0][0]

'batch_normalization_86[0][0]

1
>
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'batch_normalization_89[0][0]

1
>

'batch_normalization_95[0][0]

1
>

'batch_normalization_104[0][0

I,

'batch_normalization_106[0][0

I

batch_normalization_107 (B (None, 32, 32, 136)

atchNormalization)

conv2d_108 (Conv2D) (None, 16, 16, 272)
11

conv2d_3 (Conv2D) (None, 16, 16, 272)

add_31 (Add) (None, 16, 16, 272)

0

544  ['add_30[0][0]']

148240 ['batch_normalization_107[0][0

148240 ['conv2d_2[0][0]']

['conv2d_108[0][0]',

'conv2d_3[0][0]']

batch_normalization_108 (B (None, 16, 16, 272)

atchNormalization)

conv2d_124 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_123 (B (None, 16, 16, 272)

atchNormalization)

conv2d_125 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_124 (B (None, 16, 16, 272)

atchNormalization)

conv2d_123 (Conv2D) (None, 16, 16, 272)
11

add_35 (Add) (None, 16, 16, 272)

0

1088  ['add_31[0][0]]

666128 ['batch_normalization_108[0][0

1088  ['conv2d_124[0][0]']

666128 ['batch_normalization_123[0][0

1088  ['conv2d_125[0][0]']

74256  ['batch_normalization_108[0][0

['batch_normalization_124[0][0
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]v’
'conv2d_123[0][0]']

batch_normalization_125 (B (None, 16, 16, 272) 1088  ['add_35[0][0]']

atchNormalization)

conv2d_118 (Conv2D) (None, 16, 16, 272) 666128 ['batch_normalization_108[0][0
11

conv2d_127 (Conv2D) (None, 16, 16, 272) 666128 ['batch_normalization_125[0][0
11

batch_normalization_117 (B (None, 16, 16, 272) 1088  ['conv2d_118[0][0]']

atchNormalization)

batch_normalization_126 (B (None, 16, 16, 272) 1088 ['conv2d_127[0][0]']

atchNormalization)

conv2d_119 (Conv2D) (None, 16, 16, 272) 666128 ['batch_normalization_117[0][0
11

conv2d_128 (Conv2D) (None, 16, 16, 272) 666128 ['batch_normalization_126[0][0
11

batch_normalization_118 (B (None, 16, 16, 272) 1088 ['conv2d_119[0][0]']

atchNormalization)

conv2d_117 (Conv2D) (None, 16, 16, 272) 74256  ['batch_normalization_108[0][0
11

batch_normalization_127 (B (None, 16, 16, 272) 1088 ['conv2d_128[0][0]']

atchNormalization)

conv2d_126 (Conv2D) (None, 16, 16, 272) 74256 ['batch_normalization_125[0][0
11

add_33 (Add) (None, 16, 16, 272) 0 ['batch_normalization_118[0][0

1,
'conv2d_117[0][0]']
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add_36 (Add)

batch_normalization_119 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_128 (B (None, 16, 16, 272)

atchNormalization)

conv2d_109 (Conv2D)

conv2d_115 (Conv2D)

conv2d_121 (Conv2D)

conv2d_130 (Conv2D)

batch_normalization_109 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_114 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_120 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_129 (B (None, 16, 16, 272)

atchNormalization)

conv2d_110 (Conv2D)

conv2d_112 (Conv2D)

(None, 16, 16, 272)

I,

'conv2d_126[0][0]']

(None, 16, 16, 272)
11

(None, 16, 16, 272)
11

(None, 16, 16, 272)
11

(None, 16, 16, 272)
11

(None, 16, 16, 272)
11

(None, 16, 16, 272)

['batch_normalization_127[0][0

1088

1088

666128

666128

666128

666128

1088

1088

1088

1088

666128

666128

['add_33[0][0]']

['add_36[0][0]']

['batch_normalization_108[0][0

['batch_normalization_108[0][0

['batch_normalization_119[0][0

['batch_normalization_128[0][0

['conv2d_109[0][0]']

[‘conv2d_115[0][0]']

['conv2d_121[0][0]']

['conv2d_130[0][0]']

['batch_normalization_109[0][0

['batch_normalization_108[0][0
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I

conv2d_116 (Conv2D) (None, 16, 16, 272)
11

conv2d_122 (Conv2D) (None, 16, 16, 272)
11

conv2d_131 (Conv2D) (None, 16, 16, 272)
11

conv2d_132 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_110 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_112 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_115 (B (None, 16, 16, 272)

atchNormalization)

conv2d_114 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_121 (B (None, 16, 16, 272)

atchNormalization)

conv2d_120 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_130 (B (None, 16, 16, 272)

atchNormalization)

conv2d_129 (Conv2D) (None, 16, 16, 272)
11

batch_normalization_132 (B (None, 16, 16, 272)

666128

666128

666128

444176

1088

1088

1088

74256

1088

74256

1088

74256

1088

['batch_normalization_114[0][0

['batch_normalization_120[0][0

['batch_normalization_129[0][0

['batch_normalization_108[0][0

[‘conv2d_110[0][0]"]

[‘conv2d_112[0][0]"]

[‘conv2d_116[0][0]']

['batch_normalization_108[0][0

['conv2d_122[0][0]']

['batch_normalization_119[0][0

['conv2d_131[0][0]']

['batch_normalization_128[0][0

[‘conv2d_132[0][0]']
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atchNormalization)

conv2d_111 (Conv2D) (None, 16, 16, 272)
11

conv2d_113 (Conv2D) (None, 16, 16, 272)
11

add_32 (Add) (None, 16, 16, 272)

]'J

'conv2d_114[0][0]']

add_34 (Add) (None, 16, 16, 272)

I,

'conv2d_120[0][0]']

add_37 (Add) (None, 16, 16, 272)

I,

'‘conv2d_129[0][0]']

conv2d_133 (Conv2D) (None, 16, 16, 272)

I

batch_normalization_111 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_113 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_116 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_122 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_131 (B (None, 16, 16, 272)

atchNormalization)

batch_normalization_133 (B (None, 16, 16, 272)

666128 ['batch_normalization_110[0][0

666128

['batch_normalization_112[0][0

['batch_normalization_115[0][0

['batch_normalization_121[0][0

['batch_normalization_130[0][0

444176

1088

1088

1088

1088

1088

1088

['batch_normalization_132[0][0

['conv2d_111[0][0]']

[‘conv2d_113[0][0]']

['add_32[0][0]']

['add_34[0][0]']

['add_37[0][0]']

['conv2d_133[0][0]]
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atchNormalization)

add_38 (Add) (None, 16, 16, 272) 0 ['batch_normalization_111[0][0
I,
'batch_normalization_113[0][0
I,
'batch_normalization_116[0][0
I,
'batch_normalization_122[0][0
I,
'batch_normalization_131[0][0
I,
'batch_normalization_133[0][0
I

batch_normalization_134 (B (None, 16, 16, 272) 1088  ['add_38[0][0]']

atchNormalization)

conv2d_134 (Conv2D) (None, 8, 8, 544) 592416 ['batch_normalization_134[0][0
11

conv2d_4 (Conv2D) (None, 8, 8, 544) 592416 ['conv2d_3[0][0]']

add_39 (Add) (None, 8, 8, 544) 0 ['conv2d_134[0][0]',
'conv2d_4[0][0]']

conv2d_136 (Conv2D) (None, 8, 8, 544) 2663968 ['add_39[0][0]']

batch_normalization_135 (B (None, 8, 8, 544) 2176  ['conv2d_136[0][0]']

atchNormalization)

conv2d_137 (Conv2D) (None, 8, 8, 544) 2663968 ['batch_normalization_135[0][0
11

batch_normalization_136 (B (None, 8, 8, 544) 2176  ['conv2d_137[0][0]']

atchNormalization)

conv2d_135 (Conv2D) (None, 8, 8, 544) 296480 ['add_39[0][0]']
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add_40 (Add) (None, 8, 8, 544)

I,

['batch_normalization_136[0][0

'conv2d_135[0][0]']

batch_normalization_137 (B (None, 8, 8, 544)

atchNormalization)

conv2d_139 (Conv2D) (None, 8, 8, 544)

I

batch_normalization_138 (B (None, 8, 8, 544)

atchNormalization)

conv2d_140 (Conv2D) (None, 8, 8, 544)

I

batch_normalization_139 (B (None, 8, 8, 544)

atchNormalization)

conv2d_138 (Conv2D) (None, 8, 8, 544)
11
add_41 (Add) (None, 8, 8, 544)

I,

2176  ['add_40[0][0]]

2663968 ['batch_normalization_137[0][0

2176  ['conv2d_139[0][0]']

2663968 ['batch_normalization_138[0][0

2176  ['conv2d_140[0][0]']

296480 ['batch_normalization_137[0][0

['batch_normalization_139[0][0

'‘conv2d_138[0][0]']

batch_normalization_140 (B (None, 8, 8, 544)

atchNormalization)

conv2d_142 (Conv2D) (None, 8, 8, 272)

I

batch_normalization_141 (B (None, 8, 8, 272)

atchNormalization)

conv2d_143 (Conv2D) (None, 8, 8, 272)

I

batch_normalization_142 (B (None, 8, 8, 272)

2176  ['add_41[0][0]]

1331984 ['batch_normalization_140[0][0

1088  ['conv2d_142[0][0]']

666128 ['batch_normalization 141[0][0

1088  ['conv2d_143[0][0]']

94



atchNormalization)

conv2d_141 (Conv2D) (None, 8, 8, 272) 148240 ['batch_normalization_140[0][0
11

add_42 (Add) (None, 8, 8, 272) 0 ['batch_normalization_142[0][0
]v!
'conv2d_141[0][0]']

batch_normalization_143 (B (None, 8, 8, 272) 1088 ['add_42[0][0]']

atchNormalization)

conv2d_145 (Conv2D) (None, 8, 8, 272) 666128 ['batch_normalization_143[0][0
11

batch_normalization_144 (B (None, 8, 8, 272) 1088  ['conv2d_145[0][0]']

atchNormalization)

conv2d_146 (Conv2D) (None, 8, 8, 272) 666128 ['batch_normalization_144[0][0
11

batch_normalization_145 (B (None, 8, 8, 272) 1088 ['conv2d_146[0][0]']

atchNormalization)

conv2d_144 (Conv2D) (None, 8, 8, 272) 74256 ['batch_normalization_143[0][0
11

add_43 (Add) (None, 8, 8, 272) 0 ['batch_normalization_145[0][0

1,
'conv2d_144[0][0]']

batch_normalization_146 (B (None, 8, 8, 272) 1088 ['add_43[0][0]']

atchNormalization)

up_sampling2d (UpSampling2 (None, 16, 16, 272) 0 ['batch_normalization_146[0][0
D) 11

add_44 (Add) (None, 16, 16, 272) 0 ['up_sampling2d[0][0]',

'batch_normalization_134[0][0
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I

batch_normalization_147 (B (None, 16, 16, 272) 1088 ['add_44[0][0]']

atchNormalization)

conv2d_162 (Conv2D) (None, 16, 16, 136) 333064 ['batch_normalization_147[0][0
11

batch_normalization_162 (B (None, 16, 16, 136) 544 ['conv2d_162[0][0]']

atchNormalization)

conv2d_163 (Conv2D) (None, 16, 16, 136) 166600 ['batch_normalization_162[0][0
11

batch_normalization_163 (B (None, 16, 16, 136) 544 ['conv2d_163[0][0]']

atchNormalization)

conv2d_161 (Conv2D) (None, 16, 16, 136) 37128 ['batch_normalization_147[0][0
11

add_48 (Add) (None, 16, 16, 136) 0 ['batch_normalization_163[0][0
1,

'conv2d_161[0][0]']

batch_normalization_164 (B (None, 16, 16, 136) 544 ['add_48[0][0]']

atchNormalization)

conv2d_156 (Conv2D) (None, 16, 16, 136) 333064 ['batch_normalization_147[0][0
11

conv2d_165 (Conv2D) (None, 16, 16, 136) 166600 ['batch_normalization_164[0][0
11

batch_normalization_156 (B (None, 16, 16, 136) 544 ['conv2d_156[0][0]']

atchNormalization)

batch_normalization_165 (B (None, 16, 16, 136) 544 ['conv2d_165[0][0]']

atchNormalization)
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conv2d_157 (Conv2D) (None, 16, 16, 136)
11

conv2d_166 (Conv2D) (None, 16, 16, 136)
11

batch_normalization_157 (B (None, 16, 16, 136)

atchNormalization)

conv2d_155 (Conv2D) (None, 16, 16, 136)
11

batch_normalization_166 (B (None, 16, 16, 136)

atchNormalization)

conv2d_164 (Conv2D) (None, 16, 16, 136)
11

add_46 (Add) (None, 16, 16, 136)
1,

166600 ['batch_normalization_156[0][0

166600 ['batch_normalization_165[0][0

544  ['conv2d_157[0][0]]

37128 ['batch_normalization_147[0][0

544  ['conv2d_166[0][0]]

18632 ['batch_normalization_164[0][0

['batch_normalization_157[0][0

'conv2d_155[0][0]']

add_49 (Add) (None, 16, 16, 136)
]'!

['batch_normalization_166[0][0

'conv2d_164[0][0]']

batch_normalization_158 (B (None, 16, 16, 136)

atchNormalization)

batch_normalization_167 (B (None, 16, 16, 136)

atchNormalization)

conv2d_147 (Conv2D) (None, 16, 16, 136)
11

conv2d_153 (Conv2D) (None, 16, 16, 136)
11

conv2d_159 (Conv2D) (None, 16, 16, 136)

544  ['add_46[0][0]']

544  ['add_49[0][0]']

333064 ['batch_normalization_147[0][0

333064 ['batch_normalization_147[0][0

166600 ['batch_normalization_158[0][0
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I

conv2d_168 (Conv2D) (None, 16, 16, 136)
11

batch_normalization_148 (B (None, 16, 16, 136)

atchNormalization)

batch_normalization_153 (B (None, 16, 16, 136)

atchNormalization)

batch_normalization_159 (B (None, 16, 16, 136)

atchNormalization)

batch_normalization_168 (B (None, 16, 16, 136)

atchNormalization)

conv2d_148 (Conv2D) (None, 16, 16, 136)
11

conv2d_150 (Conv2D) (None, 16, 16, 136)
I

conv2d_154 (Conv2D) (None, 16, 16, 136)
11

conv2d_160 (Conv2D) (None, 16, 16, 136)
11

conv2d_169 (Conv2D) (None, 16, 16, 136)
11

conv2d_170 (Conv2D) (None, 16, 16, 136)
11

batch_normalization_149 (B (None, 16, 16, 136)

atchNormalization)

batch_normalization_151 (B (None, 16, 16, 136)

166600

544

544

544

544

166600

333064

166600

166600

166600

222088

544

544

['batch_normalization_167[0][0

['conv2d_147[0][0]"]

['conv2d_153[0][0]"]

['conv2d_159[0][0]']

['conv2d_168[0][0]']

['batch_normalization_148[0][0

['batch_normalization_147[0][0

['batch_normalization_153[0][0

['batch_normalization_159[0][0

['batch_normalization_168[0][0

['batch_normalization_147[0][0

['conv2d_148[0][0]']

['conv2d_150[0][0]']
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atchNormalization)

batch_normalization_154 (B (None, 16, 16, 136)

atchNormalization)

conv2d_152 (Conv2D) (None, 16, 16, 136)

I

batch_normalization_160 (B (None, 16, 16, 136)

atchNormalization)

conv2d_158 (Conv2D) (None, 16, 16, 136)

I

batch_normalization_169 (B (None, 16, 16, 136)

atchNormalization)

conv2d_167 (Conv2D) (None, 16, 16, 136)

I

batch_normalization_171 (B (None, 16, 16, 136)

atchNormalization)

conv2d_149 (Conv2D) (None, 16, 16, 136)
11

conv2d_151 (Conv2D) (None, 16, 16, 136)
11

add_45 (Add) (None, 16, 16, 136)

I,

544  ['conv2d_154[0][0]"]

37128

['batch_normalization_147[0][0

544  ['conv2d_160[0][0]]

18632

['batch_normalization_158[0][0

544  ['‘conv2d_169[0][0]']

18632

['batch_normalization_167[0][0

544  ['conv2d_170[0][0]]

166600 ['batch_normalization_149[0][0

166600 ['batch_normalization_151[0][0

['batch_normalization_154[0][0

'conv2d_152[0][0]']

add_47 (Add) (None, 16, 16, 136)

I,

['batch_normalization_160[0][0

'conv2d_158[0][0]']

add_50 (Add) (None, 16, 16, 136)

]"

['batch_normalization_169[0][0
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'conv2d_167[0][0]']

conv2d_171 (Conv2D) (None, 16, 16, 136) 111112 ['batch_normalization_171[0][0
11

batch_normalization_150 (B (None, 16, 16, 136) 544 ['conv2d_149[0][0]']

atchNormalization)

batch_normalization_152 (B (None, 16, 16, 136) 544 ['conv2d_151[0][0]']

atchNormalization)

batch_normalization_155 (B (None, 16, 16, 136) 544 ['add_45[0][0]']

atchNormalization)

batch_normalization_161 (B (None, 16, 16, 136) 544 ['add_47[0][0]']

atchNormalization)

batch_normalization_170 (B (None, 16, 16, 136) 544 ['add_50[0][0]']

atchNormalization)

batch_normalization_172 (B (None, 16, 16, 136) 544 ['conv2d_171[0][0]']

atchNormalization)

add_51 (Add) (None, 16, 16, 136) 0 ['batch_normalization_150[0][0
I,
'batch_normalization_152[0][0
I,
'batch_normalization_155[0][0
I,
'batch_normalization_161[0][0
I,
'batch_normalization_170[0][0
I,
'batch_normalization_172[0][0
I

batch_normalization_173 (B (None, 16, 16, 136) 544 ['add_51[0][0]']

atchNormalization)
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up_sampling2d_1 (UpSamplin (None, 32, 32, 136) 0 ['batch_normalization_173[0][0
g2D) 11

add_52 (Add) (None, 32, 32, 136) 0 ['up_sampling2d_1[0][0]',
'batch_normalization_107[0][0

I

batch_normalization_174 (B (None, 32, 32, 136) 544 ['add_52[0][0]']

atchNormalization)

conv2d_187 (Conv2D) (None, 32, 32, 68) 83300 ['batch_normalization_174[0][0
11

batch_normalization_189 (B (None, 32, 32, 68) 272 ['conv2d_187[0][0]']

atchNormalization)

conv2d_188 (Conv2D) (None, 32, 32, 68) 41684 ['batch_normalization_189[0][0
11

batch_normalization_190 (B (None, 32, 32, 68) 272 ['conv2d_188[0][0]']

atchNormalization)

conv2d_186 (Conv2D) (None, 32, 32, 68) 9316 ['batch_normalization_174[0][0
11

add_56 (Add) (None, 32, 32, 68) 0 ['batch_normalization_190[0][0
I,
'conv2d_186[0][0]']

batch_normalization_191 (B (None, 32, 32, 68) 272 ['add_56[0][0]']

atchNormalization)

conv2d_181 (Conv2D) (None, 32, 32, 68) 83300 ['batch_normalization_174[0][0
11

conv2d_190 (Conv2D) (None, 32, 32, 68) 41684 ['batch_normalization_191[0][0
11

batch_normalization_183 (B (None, 32, 32, 68) 272 ['conv2d_181[0][0]']
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atchNormalization)

batch_normalization_192 (B (None, 32, 32, 68) 272 ['conv2d_190[0][0]]

atchNormalization)

conv2d_182 (Conv2D) (None, 32, 32, 68) 41684 ['batch_normalization_183[0][0
11

conv2d_191 (Conv2D) (None, 32, 32, 68) 41684 ['batch_normalization_192[0][0
11

batch_normalization_184 (B (None, 32, 32, 68) 272 ['conv2d_182[0][0]']

atchNormalization)

conv2d_180 (Conv2D) (None, 32, 32, 68) 9316 ['batch_normalization_174[0][0
11

batch_normalization_193 (B (None, 32, 32, 68) 272 ['conv2d_191[0][0]']

atchNormalization)

conv2d_189 (Conv2D) (None, 32, 32, 68) 4692  ['batch_normalization_191[0][0
11

add_54 (Add) (None, 32, 32, 68) 0 ['batch_normalization_184[0][0

]v’
'conv2d_180[0][0]']

add_57 (Add) (None, 32, 32, 68) 0 ['batch_normalization_193[0][0
1,
'conv2d_189[0][0]']

batch_normalization_185 (B (None, 32, 32, 68) 272 ['add_54[0][0]']
atchNormalization)

batch_normalization_194 (B (None, 32, 32, 68) 272 ['add_57[0][0]']
atchNormalization)

conv2d_172 (Conv2D) (None, 32, 32, 68) 83300 ['batch_normalization_174[0][0

I
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conv2d_178 (Conv2D) (None, 32, 32, 68)
11

conv2d_184 (Conv2D) (None, 32, 32, 68)
11

conv2d_193 (Conv2D) (None, 32, 32, 68)
11

batch_normalization_175 (B (None, 32, 32, 68)

atchNormalization)

batch_normalization_180 (B (None, 32, 32, 68)

atchNormalization)

batch_normalization_186 (B (None, 32, 32, 68)

atchNormalization)

batch_normalization_195 (B (None, 32, 32, 68)

atchNormalization)

conv2d_173 (Conv2D) (None, 32, 32, 68)
11

conv2d_175 (Conv2D) (None, 32, 32, 68)
11

conv2d_179 (Conv2D) (None, 32, 32, 68)
11

conv2d_185 (Conv2D) (None, 32, 32, 68)
11

conv2d_194 (Conv2D) (None, 32, 32, 68)
11

conv2d_195 (Conv2D) (None, 32, 32, 68)
I

83300

41684

41684

272

272

272

272

41684

83300

41684

41684

41684

55556

['batch_normalization_174[0][0

['batch_normalization_185[0][0

['batch_normalization_194[0][0

[‘conv2d_172[0][0]']

[‘conv2d_178[0][0]']

['conv2d_184[0][0]']

['‘conv2d_193[0][0]']

['batch_normalization_175[0][0

['batch_normalization_174[0][0

['batch_normalization_180[0][0

['batch_normalization_186[0][0

['batch_normalization_195[0][0

['batch_normalization_174[0][0
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batch_normalization_176 (B (None, 32, 32, 68)

atchNormalization)

batch_normalization_178 (B (None, 32, 32, 68)

atchNormalization)

batch_normalization_181 (B (None, 32, 32, 68)

atchNormalization)

conv2d_177 (Conv2D) (None, 32, 32, 68)
11

batch_normalization_187 (B (None, 32, 32, 68)

atchNormalization)

conv2d_183 (Conv2D) (None, 32, 32, 68)
11

batch_normalization_196 (B (None, 32, 32, 68)

atchNormalization)

conv2d_192 (Conv2D) (None, 32, 32, 68)
11

batch_normalization_198 (B (None, 32, 32, 68)

atchNormalization)

conv2d_174 (Conv2D) (None, 32, 32, 68)
11

conv2d_176 (Conv2D) (None, 32, 32, 68)
11

add_53 (Add) (None, 32, 32, 68)
1,

272 [‘conv2d_173[0][0]']

272 ['conv2d_175[0][0]']

272 ['conv2d_179[0][0]']

9316 ['batch_normalization_174[0][0

272 ['conv2d_185[0][0]']

4692  ['batch_normalization_185[0][0

272 [‘conv2d_194[0][0]']

4692  ['batch_normalization_194[0][0

272 [‘conv2d_195[0][0]']

41684 ['batch_normalization_176[0][0

41684 ['batch_normalization_178[0][0

['batch_normalization_181[0][0

'conv2d_177[0][0]']

add_55 (Add) (None, 32, 32, 68)

['batch_normalization_187[0][0
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]v’
'conv2d_183[0][0]']

add_58 (Add) (None, 32, 32, 68) 0 ['batch_normalization_196[0][0
1,
'conv2d_192[0][0]']

conv2d_196 (Conv2D) (None, 32, 32, 68) 27812  ['batch_normalization_198[0][0
11

batch_normalization_177 (B (None, 32, 32, 68) 272 ['conv2d_174[0][0]']

atchNormalization)

batch_normalization_179 (B (None, 32, 32, 68) 272 ['conv2d_176[0][0]']

atchNormalization)

batch_normalization_182 (B (None, 32, 32, 68) 272 ['add_53[0][0]']

atchNormalization)

batch_normalization_188 (B (None, 32, 32, 68) 272 ['add_55[0][0]']

atchNormalization)

batch_normalization_197 (B (None, 32, 32, 68) 272 ['add_58[0][0]']

atchNormalization)

batch_normalization_199 (B (None, 32, 32, 68) 272 ['conv2d_196[0][0]']

atchNormalization)

add_59 (Add) (None, 32, 32, 68) 0 ['batch_normalization_177[0][0

I,
'batch_normalization_179[0][0
I,
'batch_normalization_182[0][0
I,
'batch_normalization_188[0][0
I,
'batch_normalization_197[0][0
I,
'batch_normalization_199[0][0
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I

batch_normalization_200 (B (None, 32, 32, 68)

atchNormalization)

up_sampling2d_2 (UpSamplin (None, 64, 64, 68)

g2D) I

add_60 (Add) (None, 64, 64, 68)

272 ['add_59[0][0]]

0 ['batch_normalization_200[0][0

['up_sampling2d_2[0][0]',

'batch_normalization_80[0][0]

']

batch_normalization_201 (B (None, 64, 64, 68)

atchNormalization)

conv2d_212 (Conv2D) (None, 64, 64, 34)
11

batch_normalization_216 (B (None, 64, 64, 34)

atchNormalization)

conv2d_213 (Conv2D) (None, 64, 64, 34)
Il

batch_normalization_217 (B (None, 64, 64, 34)

atchNormalization)

conv2d_211 (Conv2D) (None, 64, 64, 34)
11

add_64 (Add) (None, 64, 64, 34)
I,

272 ['add_60[0][0]]

20842 ['batch_normalization_201[0][0

136 ['‘conv2d_212[0][0]']

10438 ['batch_normalization_216[0][0

136 ['conv2d_213[0][0]']

2346  ['batch_normalization_201[0][0

['batch_normalization_217[0][0

'conv2d_211[0][0]']

batch_normalization_218 (B (None, 64, 64, 34)

atchNormalization)

conv2d_206 (Conv2D) (None, 64, 64, 34)
I

136 ['add_64[0][0]']

20842 ['batch_normalization_201[0][0
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conv2d_215 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_218[0][0
11

batch_normalization_210 (B (None, 64, 64, 34) 136 ['conv2d_206[0][0]']

atchNormalization)

batch_normalization_219 (B (None, 64, 64, 34) 136 ['conv2d_215[0][0]']

atchNormalization)

conv2d_207 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_210[0][0
11

conv2d_216 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_219[0][0
11

batch_normalization_211 (B (None, 64, 64, 34) 136 ['conv2d_207[0][0]']

atchNormalization)

conv2d_205 (Conv2D) (None, 64, 64, 34) 2346  ['batch_normalization_201[0][0
11

batch_normalization_220 (B (None, 64, 64, 34) 136 ['conv2d_216[0][0]']

atchNormalization)

conv2d_214 (Conv2D) (None, 64, 64, 34) 1190 ['batch_normalization_218[0][0
11

add_62 (Add) (None, 64, 64, 34) 0 ['batch_normalization_211[0][0

I,
'‘conv2d_205[0][0]']

add_65 (Add) (None, 64, 64, 34) 0 ['batch_normalization_220[0][0
]'J
'conv2d_214[0][0]]

batch_normalization_212 (B (None, 64, 64, 34) 136 ['add_62[0][0]']

atchNormalization)
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batch_normalization_221 (B (None, 64, 64, 34)

atchNormalization)

conv2d_197 (Conv2D) (None, 64, 64, 34)
11

conv2d_203 (Conv2D) (None, 64, 64, 34)
I

conv2d_209 (Conv2D) (None, 64, 64, 34)
11

conv2d_218 (Conv2D) (None, 64, 64, 34)
11

batch_normalization_202 (B (None, 64, 64, 34)

atchNormalization)

batch_normalization_207 (B (None, 64, 64, 34)

atchNormalization)

batch_normalization_213 (B (None, 64, 64, 34)

atchNormalization)

batch_normalization_222 (B (None, 64, 64, 34)

atchNormalization)

conv2d_198 (Conv2D) (None, 64, 64, 34)
11

conv2d_200 (Conv2D) (None, 64, 64, 34)
I

conv2d_204 (Conv2D) (None, 64, 64, 34)
11

conv2d_210 (Conv2D) (None, 64, 64, 34)
11

136

20842

20842

10438

10438

136

136

136

136

10438

20842

10438

10438

['add_65[0][0]]

['batch_normalization_201[0][0

['batch_normalization_201[0][0

['batch_normalization_212[0][0

['batch_normalization_221[0][0

['conv2d_197[0][0]"]

['conv2d_203[0][0]']

['conv2d_209[0][0]]

[‘conv2d_218[0][0]']

['batch_normalization_202[0][0

['batch_normalization_201[0][0

['batch_normalization_207[0][0

['batch_normalization_213[0][0
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conv2d_219 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_222[0][0
11

conv2d_220 (Conv2D) (None, 64, 64, 34) 13906 ['batch_normalization_201[0][0
11

batch_normalization_203 (B (None, 64, 64, 34) 136 ['conv2d_198[0][0]']

atchNormalization)

batch_normalization_205 (B (None, 64, 64, 34) 136 ['conv2d_200[0][0]]

atchNormalization)

batch_normalization_208 (B (None, 64, 64, 34) 136 ['conv2d_204[0][0]]

atchNormalization)

conv2d_202 (Conv2D) (None, 64, 64, 34) 2346  ['batch_normalization_201[0][0
11

batch_normalization_214 (B (None, 64, 64, 34) 136 ['conv2d_210[0][0]']

atchNormalization)

conv2d_208 (Conv2D) (None, 64, 64, 34) 1190 ['batch_normalization_212[0][0
11

batch_normalization_223 (B (None, 64, 64, 34) 136 ['conv2d_219[0][0]']

atchNormalization)

conv2d_217 (Conv2D) (None, 64, 64, 34) 1190 ['batch_normalization_221[0][0
11

batch_normalization_225 (B (None, 64, 64, 34) 136 ['conv2d_220[0][0]']

atchNormalization)

conv2d_199 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_203[0][0
11

conv2d_201 (Conv2D) (None, 64, 64, 34) 10438 ['batch_normalization_205[0][0

I
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add_61 (Add) (None, 64, 64, 34) 0 ['batch_normalization_208[0][0
I,
'conv2d_202[0][0]']

add_63 (Add) (None, 64, 64, 34) 0 ['batch_normalization_214[0][0
I,
'conv2d_208[0][0]']

add_66 (Add) (None, 64, 64, 34) 0 ['batch_normalization_223[0][0
]'J
'conv2d_217[0][0]]

conv2d_221 (Conv2D) (None, 64, 64, 34) 6970 ['batch_normalization_225[0][0
11

batch_normalization_204 (B (None, 64, 64, 34) 136 ['conv2d_199[0][0]]

atchNormalization)

batch_normalization_206 (B (None, 64, 64, 34) 136 ['conv2d_201[0][0]']

atchNormalization)

batch_normalization_209 (B (None, 64, 64, 34) 136 ['ladd_61[0][0]']

atchNormalization)

batch_normalization_215 (B (None, 64, 64, 34) 136 ['add_63[0][0]']

atchNormalization)

batch_normalization_224 (B (None, 64, 64, 34) 136 ['add_66[0][0]']

atchNormalization)

batch_normalization_226 (B (None, 64, 64, 34) 136 ['conv2d_221[0][0]']

atchNormalization)

add_67 (Add) (None, 64, 64, 34) 0 ['batch_normalization_204[0][0

]v’
'batch_normalization_206[0][0
I,
'batch_normalization_209[0][0
1,
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'batch_normalization_215[0][0
I,
'batch_normalization_224[0][0
I,
'batch_normalization_226[0][0

I

batch_normalization_227 (B (None, 64, 64, 34) 136 ['add_67[0][0]']

atchNormalization)

up_sampling2d_3 (UpSamplin (None, 128, 128, 34) 0 ['batch_normalization_227[0][0
g2D) 11

add_68 (Add) (None, 128, 128, 34) 0 ['up_sampling2d_3[0][0]',
'batch_normalization_53[0][0]
']

batch_normalization_228 (B (None, 128, 128, 34) 136 ['add_68[0][0]']

atchNormalization)

conv2d_237 (Conv2D) (None, 128, 128, 17) 5219  ['batch_normalization_228[0][0
11

batch_normalization_243 (B (None, 128, 128, 17) 68 ['conv2d_237[0][0]']

atchNormalization)

conv2d_238 (Conv2D) (None, 128, 128, 17) 2618 ['batch_normalization_243[0][0
11

batch_normalization_244 (B (None, 128, 128, 17) 68 ['conv2d_238[0][0]']

atchNormalization)

conv2d_236 (Conv2D) (None, 128, 128, 17) 595 ['batch_normalization_228[0][0
11

add_72 (Add) (None, 128, 128, 17) 0 ['batch_normalization_244[0][0
I,
'conv2d_236[0][0]']
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batch_normalization_245 (B (None, 128, 128, 17)

atchNormalization)

conv2d_231 (Conv2D) (None, 128, 128, 17)

I
conv2d_240 (Conv2D) (None, 128, 128, 17)
I

batch_normalization_237 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_246 (B (None, 128, 128, 17)

atchNormalization)

conv2d_232 (Conv2D) (None, 128, 128, 17)

11
conv2d_241 (Conv2D) (None, 128, 128, 17)
11

batch_normalization_238 (B (None, 128, 128, 17)

atchNormalization)

conv2d_230 (Conv2D) (None, 128, 128, 17)

I

batch_normalization_247 (B (None, 128, 128, 17)

atchNormalization)

conv2d_239 (Conv2D) (None, 128, 128, 17)

I

add_70 (Add)
]v’

'‘conv2d_230[0][0]']

add_73 (Add)
1,

(None, 128, 128,17) 0

(None, 128, 128, 17) 0

68

5219

2618

68

68

2618

2618

68

595

68

306

['add_72[0][0]']

['batch_normalization_228[0][0

['batch_normalization_245[0][0

['conv2d_231[0][0]"]

['conv2d_240[0][0]"]

['batch_normalization_237[0][0

['batch_normalization_246[0][0

['conv2d_232[0][0]']

['batch_normalization_228[0][0

['‘conv2d_241[0][0]']

['batch_normalization_245[0][0

['batch_normalization_238[0][0

['batch_normalization_247[0][0
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batch_normalization_239 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_248 (B (None, 128, 128, 17)

atchNormalization)

conv2d_222 (Conv2D)

conv2d_228 (Conv2D)

conv2d_234 (Conv2D)

conv2d_243 (Conv2D)

batch_normalization_229 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_234 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_240 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_249 (B (None, 128, 128, 17)

atchNormalization)

conv2d_223 (Conv2D)

conv2d_225 (Conv2D)

conv2d_229 (Conv2D)

'conv2d_239[0][0]']

(None, 128, 128, 17)
11

(None, 128, 128, 17)
11

(None, 128, 128, 17)
11

(None, 128, 128, 17)
11

(None, 128, 128, 17)
11

(None, 128, 128, 17)
11

(None, 128, 128, 17)

68

68

5219

5219

2618

2618

68

68

68

68

2618

5219

2618

['add_70[0][0]']

['add_73[0][0]']

['batch_normalization_228[0][0

['batch_normalization_228[0][0

['batch_normalization_239[0][0

['batch_normalization_248[0][0

['conv2d_222[0][0]']

['conv2d_228[0][0]']

['conv2d_234[0][0]"]

['conv2d_243[0][0]"]

['batch_normalization_229[0][0

['batch_normalization_228[0][0

['batch_normalization_234[0][0
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11

conv2d_235 (Conv2D) (None, 128, 128, 17)
11

conv2d_244 (Conv2D) (None, 128, 128, 17)
11

conv2d_245 (Conv2D) (None, 128, 128, 17)
11

batch_normalization_230 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_232 (B (None, 128, 128, 17)

atchNormalization)

batch_normalization_235 (B (None, 128, 128, 17)

atchNormalization)

conv2d_227 (Conv2D) (None, 128, 128, 17)

I

batch_normalization_241 (B (None, 128, 128, 17)

atchNormalization)

conv2d_233 (Conv2D) (None, 128, 128, 17)

I

batch_normalization_250 (B (None, 128, 128, 17)

atchNormalization)

conv2d_242 (Conv2D) (None, 128, 128, 17)

I

batch_normalization_252 (B (None, 128, 128, 17)

atchNormalization)

conv2d_224 (Conv2D) (None, 128, 128, 17)

2618

2618

3485

68

68

68

595

68

306

68

306

68

2618

['batch_normalization_240[0][0

['batch_normalization_249[0][0

['batch_normalization_228[0][0

['conv2d_223[0][0]']

['‘conv2d_225[0][0]']

['‘conv2d_229[0][0]"]

['batch_normalization_228[0][0

['conv2d_235[0][0]']

['batch_normalization_239[0][0

['conv2d_244[0][0]"]

['batch_normalization_248[0][0

['conv2d_245[0][0]']

['batch_normalization_230[0][0

114



I

conv2d_226 (Conv2D) (None, 128, 128, 17) 2618 ['batch_normalization_232[0][0
11

add_69 (Add) (None, 128, 128, 17) 0 ['batch_normalization_235[0][0
]v!
'conv2d_227[0][0]']

add_71 (Add) (None, 128, 128, 17) 0 ['batch_normalization_241[0][0
]v’
'conv2d_233[0][0]']

add_74 (Add) (None, 128, 128, 17) 0 ['batch_normalization_250[0][0
1,

'conv2d_242[0][0]']

conv2d_246 (Conv2D) (None, 128, 128, 17) 1751 ['batch_normalization_252[0][0
11

batch_normalization_231 (B (None, 128, 128, 17) 68 ['conv2d_224[0][0]']

atchNormalization)

batch_normalization_233 (B (None, 128, 128, 17) 68 ['conv2d_226[0][0]']

atchNormalization)

batch_normalization_236 (B (None, 128, 128, 17) 68 ['add_69[0][0]']

atchNormalization)

batch_normalization_242 (B (None, 128, 128, 17) 68 ['add_71[0][0]']

atchNormalization)

batch_normalization_251 (B (None, 128, 128, 17) 68 ['add_74[0][0]']

atchNormalization)

batch_normalization_253 (B (None, 128, 128, 17) 68 ['conv2d_246[0][0]']

atchNormalization)

add_75 (Add) (None, 128, 128, 17) 0 ['batch_normalization_231[0][0

115



I,
'batch_normalization_233[0][0
I,
'batch_normalization_236[0][0
I,
'batch_normalization_242[0][0
I,
'batch_normalization_251[0][0
I,
'batch_normalization_253[0][0
I

batch_normalization_254 (B (None, 128, 128, 17) 68 ['add_75[0][0]']

atchNormalization)

up_sampling2d_4 (UpSamplin (None, 256, 256, 17) 0 ['batch_normalization_254[0][0
g2D) 11

add_76 (Add) (None, 256, 256, 17) 0 ['up_sampling2d_4[0][0],
'batch_normalization_26[0][0]
j

batch_normalization_255 (B (None, 256, 256, 17) 68 ['add_76[0][0]']

atchNormalization)

conv2d_262 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_255[0][0
11

batch_normalization_270 (B (None, 256, 256, 17) 68 ['conv2d_262[0][0]']

atchNormalization)

conv2d_263 (Conv2D) (None, 256, 256, 17) 2618 ['batch_normalization_270[0][0
11

batch_normalization_271 (B (None, 256, 256, 17) 68 ['conv2d_263[0][0]']

atchNormalization)

conv2d_261 (Conv2D) (None, 256, 256, 17) 306 ['batch_normalization_255[0][0
11

116



add_80 (Add) (None, 256, 256,17) 0
1,

['batch_normalization_271[0][0

'conv2d_261[0][0]']

batch_normalization_272 (B (None, 256, 256, 17)

atchNormalization)

conv2d_256 (Conv2D) (None, 256, 256, 17)
11

conv2d_265 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_264 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_273 (B (None, 256, 256, 17)

atchNormalization)

conv2d_257 (Conv2D) (None, 256, 256, 17)
I

conv2d_266 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_265 (B (None, 256, 256, 17)

atchNormalization)

conv2d_255 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_274 (B (None, 256, 256, 17)

atchNormalization)

conv2d_264 (Conv2D) (None, 256, 256, 17)
11

add_78 (Add) (None, 256, 256,17) 0

68 ['add_80[0][0]']

2618 ['batch_normalization_255[0][0

2618  ['batch_normalization_272[0][0

68 ['conv2d_256[0][0]']

68 ['‘conv2d_265[0][0]"]

2618  ['batch_normalization_264[0][0

2618  ['batch_normalization_273[0][0

68 [‘conv2d_257[0][0]']

306 ['batch_normalization_255[0][0

68 ['conv2d_266[0][0]']

306 ['batch_normalization_272[0][0

['batch_normalization_265[0][0

117



I,

'conv2d_255[0][0]']

add_81 (Add) (None, 256, 256, 17) 0
1,

'conv2d_264[0][0]']

batch_normalization_266 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_275 (B (None, 256, 256, 17)

atchNormalization)

conv2d_247 (Conv2D) (None, 256, 256, 17)
I

conv2d_253 (Conv2D) (None, 256, 256, 17)
11

conv2d_259 (Conv2D) (None, 256, 256, 17)
11

conv2d_268 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_256 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_261 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_267 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_276 (B (None, 256, 256, 17)

atchNormalization)

conv2d_248 (Conv2D) (None, 256, 256, 17)
I

['batch_normalization_274[0][0

68

68

2618

2618

2618

2618

68

68

68

68

2618

['add_78[0][0]']

['add_81[0][0]']

['batch_normalization_255[0][0

['batch_normalization_255[0][0

['batch_normalization_266[0][0

['batch_normalization_275[0][0

['conv2d_247[0][0]"]

['conv2d_253[0][0]']

['conv2d_259[0][0]']

['conv2d_268[0][0]']

['batch_normalization_256[0][0

118



conv2d_250 (Conv2D) (None, 256, 256, 17)
11

conv2d_254 (Conv2D) (None, 256, 256, 17)
11

conv2d_260 (Conv2D) (None, 256, 256, 17)
11

conv2d_269 (Conv2D) (None, 256, 256, 17)
11

conv2d_270 (Conv2D) (None, 256, 256, 17)
I

batch_normalization_257 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_259 (B (None, 256, 256, 17)

atchNormalization)

batch_normalization_262 (B (None, 256, 256, 17)

atchNormalization)

conv2d_252 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_268 (B (None, 256, 256, 17)

atchNormalization)

conv2d_258 (Conv2D) (None, 256, 256, 17)
11

batch_normalization_277 (B (None, 256, 256, 17)

atchNormalization)

conv2d_267 (Conv2D) (None, 256, 256, 17)
I

2618

2618

2618

2618

1751

68

68

68

306

68

306

68

306

['batch_normalization_255[0][0

['batch_normalization_261[0][0

['batch_normalization_267[0][0

['batch_normalization_276[0][0

['batch_normalization_255[0][0

['conv2d_248[0][0]']

['conv2d_250[0][0]']

['conv2d_254[0][0]"]

['batch_normalization_255[0][0

['conv2d_260[0][0]']

['batch_normalization_266[0][0

['conv2d_269[0][0]']

['batch_normalization_275[0][0

119



batch_normalization_279 (B (None, 256, 256, 17) 68 ['conv2d_270[0][0]']

atchNormalization)

conv2d_249 (Conv2D) (None, 256, 256, 17) 2618  ['batch_normalization_257[0][0

I

conv2d_251 (Conv2D) (None, 256, 256, 17) 2618 ['batch_normalization_259[0][0

I

add_77 (Add) (None, 256, 256, 17) 0 ['batch_normalization_262[0][0
1,
'‘conv2d_252[0][0]']

add_79 (Add) (None, 256, 256, 17) 0 ['batch_normalization_268[0][0
I,
'conv2d_258[0][0]']

add_82 (Add) (None, 256, 256, 17) 0 ['batch_normalization_277[0][0
I,
'conv2d_267[0][0]']

conv2d_271 (Conv2D) (None, 256, 256, 17) 1751  ['batch_normalization_279[0][0

I

batch_normalization_258 (B (None, 256, 256, 17) 68 ['conv2d_249[0][0]']

atchNormalization)

batch_normalization_260 (B (None, 256, 256, 17) 68 ['conv2d_251[0][0]']

atchNormalization)

batch_normalization_263 (B (None, 256, 256, 17) 68 ['add_77[0][0]']

atchNormalization)

batch_normalization_269 (B (None, 256, 256, 17) 68 ['add_79[0][0]']

atchNormalization)

batch_normalization_278 (B (None, 256, 256, 17) 68 ['add_82[0][0]']

atchNormalization)

120



batch_normalization_280 (B (None, 256,

atchNormalization)

add_83 (Add) (None, 256, 256, 17) 0 ['batch_normalization_258[0][0

batch_normalization_281 (B (None, 256,

atchNormalization)

conv2d_272 (Conv2D) (None, 256, 256, 1) 18 ['batch_normalization_281[0][0

256, 17) 68 [‘conv2d_271[0][0]']

I,
'batch_normalization_260[0][0
I,
'batch_normalization_263[0][0
I,
'batch_normalization_269[0][0
I,
'batch_normalization_278[0][0
I,
'batch_normalization_280[0][0

I

256, 17) 68  ['add_83[0][0]]

I

Total params: 38921088 (148.47 MB)
Trainable params: 38867668 (148.27 MB)
Non-trainable params: 53420 (208.67 KB)
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